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Abstract Medication errors remain a persistent threat to patient safety, with a global prevalence of 

approximately 3%, rising to 11% in elderly care and 7% in intensive care units. In Indonesia, the large 

number of BPOM-registered pharmaceutical products heightens drug misidentification risk from look-alike, 

sound-alike (LASA) names, while conventional OCR pipelines remain limited by heterogeneous layouts, 

font variation, and brand–generic name ambiguity. This study develops an integrated, lightweight post-

OCR framework resolving both character-level OCR errors and brand–generic naming ambiguity without 

costly large language models. The main contributions are a Damerau-Levenshtein Spelling Correction 

(DLSC) module correcting character-level errors against a validated drug dictionary, and a Graph Traversal 

Correction (GTC) mechanism modeling brand–generic relationships as a directed graph for 

disambiguation. The framework was evaluated on a self-collected, web-scraped dataset of 9,500 Indonesian 

drug packaging images spanning 3,678 brand labels, split 80:20 at the brand-label level; three pretrained 

OCR engines (Tesseract, EasyOCR, PaddleOCR) were benchmarked without domain-specific fine-tuning 

under both CPU and GPU configurations, with the training subset serving only as a consistency check 

rather than fitting data, since DLSC and GTC are rule-based and undergo no parameter training. PaddleOCR 

+ DLSC + GTC achieved the best performance, raising accuracy from 50.94% (Raw OCR) to 96.13% on 

training and 96.69% on testing data, with WER reduced to 3.82%/3.44% and CER to 3.64%/3.76%. Paired 

McNemar statistical testing confirmed GTC’s improvement over DLSC is significant across all three 

engines, and baseline comparison confirmed this gain stems specifically from explicit transposition 

modeling rather than generic dictionary correction. GTC added only 0.05–0.06 ms beyond DLSC regardless 

of CPU or GPU configuration. Findings indicate that combining lightweight edit-distance correction with 

graph-based disambiguation substantially improves drug-name recognition accuracy under resource-

constrained, pretrained-model deployment conditions. 

Keywords Post-OCR Correction; Damerau-Levenshtein; Graph Traversal; Drug Name Recognition

I. Introduction 

Patient safety remains a central priority in modern 
healthcare delivery, and medication errors (MEs) 
continue to represent one of the most persistent threats 
to this goal, with a global prevalence of about 3%, rising 
to 11% in elderly care and 7% in intensive care units, 
and imposing an economic burden estimated at billions 
of dollars annually [1], [2]. Among the contributing 
factors, drug misidentification remains a critical and 
recurring failure point, as an incorrectly identified drug 
can directly translate into a wrong-drug or wrong-label 
error [1], [2], underscoring the importance of accurate 

drug-name recognition as a foundational safeguard 
against medication errors. 

This problem is equally pressing in Indonesia, 

where BPOM has authorized thousands of 
pharmaceutical products, from generic drugs and 
branded products to biological preparations [3], 
compounded by the persistent challenge of look-alike, 
sound-alike (LASA) medication names and packaging. 
A retrospective study at a major public hospital in South 
Borneo documented 338 medication errors out of 
251,491 prescriptions over one year, with wrong-label 
and wrong-drug preparation accounting for nearly one-
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third of cases, and noted error rates elsewhere in 
Indonesian hospitals reaching as high as 20.4% [4]; a 
similar pattern was reported in Thai hospitals, where 
confusion from similar drug names accounted for the 
majority of LASA-related errors [5]. 

Automating drug-label reading using optical 
character recognition (OCR) can reduce reliance on 
manual visual identification, but two distinct failure 
modes limit its reliability for pharmaceutical packaging. 
The first is a recognition problem: heterogeneous 
layouts, diverse fonts, geometric distortion, and 
inconsistent illumination degrade raw OCR output, 
producing character-level substitution, insertion, 
deletion, and transposition errors; Previous pharmacy-
related OCR studies have reported an accuracy of 
83.78% [6], while an end-to-end drug-label recognition 
framework reported a CER of 21.6% and a WER of 
23.7% [7], with information-retrieval accuracy dropping 
as low as 55.6% for specific fields such as expiry dates 
[8]. Post-OCR correction methods, including deep-
learning-based approaches [9] and similarity-search 
frameworks [10], substantially reduce this error class, 
while dictionary-based edit-distance methods such as 
Damerau-Levenshtein offer a lighter-weight alternative 
that explicitly handles all four canonical error types 
without requiring model training [11].  

The second is a disambiguation problem, largely 
independent of recognition accuracy: brand and 
generic names frequently co-occur on a single 
package, and even when both are correctly extracted, 
a system must still determine which one is the product's 
registered label. Prior work addressing recognition [9], 
[10] does not model this relational ambiguity, while prior 
work addressing brand–generic disambiguation, 
through dual-engine OCR fusion [12] or LLM-based 
classification [13], does not incorporate lightweight 
character-level correction. Other studies on 
cylindrically distorted packaging [14], web-based drug 
information retrieval  [15], and morphology-based 
brand identification [16] likewise leave this joint 
problem unaddressed. 

A graph-based traversal approach offers a 
promising solution to this unresolved problem, 
systematically traversing the connections between a 
detected candidate and its pharmacologically 
equivalent counterparts for more context-aware 
disambiguation than isolated string-matching. Unlike 
dictionary lookup, which resolves each token 
independently, the proposed Graph Traversal 
Correction (GTC) exploits relations between co-
occurring labels to arbitrate competing brand–generic 
interpretations; unlike embedding-based knowledge-
graph linking [17], it performs a training-free one-hop 
traversal rather than learning entity embeddings; and 
unlike existing rule-based brand–generic matching, it 
enforces token-distinctness and position-aware 
verification rather than accepting a co-occurring 

counterpart on similarity alone. The principal 
methodological advancement is thus not Damerau-
Levenshtein Spelling Correction (DLSC) or graph 
traversal individually, but their integration as a cascade 
where GTC resolves DLSC's residual brand–generic 
errors under a length-adaptive threshold. To the best of 
our knowledge, limited studies have explored this 
specific integration of character-level OCR correction 
with graph-based relational disambiguation for brand–
generic drug name ambiguity. 

Despite these advances, limited attention has been 
given to jointly addressing the recognition and 
disambiguation problems within a single, lightweight 
framework, motivating two guiding research questions: 
whether dictionary-based edit-distance correction and 
graph-based relational disambiguation can be 
integrated into a single cascade outperforming either 
stage alone, and whether this can be achieved without 
the computational overhead of large language models 
or learned graph embeddings, remaining suitable for 
resource-constrained healthcare deployment. This gap 
is particularly relevant to drug-name recognition using 
an Indonesian pharmaceutical reference database 
such as data derived from BPOM. 

To address these questions, this study proposes a 
graph-assisted post-OCR framework for drug name 
recognition from pharmaceutical packaging, integrating 
OCR-based text extraction, Damerau-Levenshtein 
Spelling Correction (DLSC) for character-level 
recognition errors, and Graph Traversal Correction 
(GTC) for brand–generic disambiguation. The main 
contributions of this study are summarized as follows: 

1. Implementation of a Damerau-Levenshtein 

Spelling Correction module that corrects 

character-level OCR errors by matching extracted 

text against a validated drug-name reference 

database. 

2. Design of a graph-based traversal mechanism 

that models brand–generic relationships as an 

interconnected graph, resolving ambiguity and 

correctly identifying the product's registered drug 

label when both names co-occur on a single 

package. 

3. Measurement and comparison of the performance 

achieved by integrating OCR, Damerau-

Levenshtein Spelling Correction, and graph 

traversal against baseline OCR without additional 

post-processing. 

4. Comparative benchmarking of three OCR engines 

under a unified preprocessing pipeline to identify 

the most suitable baseline engine for 

pharmaceutical packaging recognition. 

This paper is structured as follows: Section II 
reviews related work on OCR-based drug-label 
recognition, post-OCR correction, and graph-based 
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entity disambiguation. Section III describes the 
proposed method. Section IV presents the 
experimental results. Section V discusses the findings. 
Section VI concludes the paper and outlines future 
work. 

II. Related Works 

Research on automated drug-label identification has 
progressed along several complementary directions, 
ranging from off-the-shelf OCR engines applied directly 
to pharmaceutical packaging [6], [7] to hybrid pipelines 
combining deep learning detection with rule-based 
correction [8], [14], with the shared objective of 
improving drug-name recognition reliability in real-
world healthcare settings. 

Several studies have benchmarked general-
purpose OCR engines directly on packaging-style text 
to assess their baseline suitability for pharmaceutical 
applications. An evaluation of Tesseract, EasyOCR, 
PaddleOCR, and TrOCR on food-packaging labels 
showed Tesseract achieving the lowest Character 
Error Rate, while EasyOCR offered the best accuracy–
multilingual balance under uncontrolled retail imaging 
conditions [18]. Confidence-score comparisons further 
indicate PaddleOCR consistently achieves the highest 
recognition confidence at approximately 0.93, 

compared to 0.89 for Tesseract and 0.85 for EasyOCR 
[19]. However, engine-ablation studies applied to visual 
text-extraction tasks note that PaddleOCR's higher 
precision often comes at the cost of lower recall and 
slower inference relative to Tesseract, which instead 

offers the fastest processing time among the three [20]. 
These engines also differ substantially in underlying 
architecture, reflecting the distinct design philosophies 
and continued technical evolution of each framework 
[21], [22]. Despite this progress, none of these general-
purpose engines were designed specifically for 
pharmaceutical packaging, where dense multilingual 
text, embossed surfaces, and cylindrical distortion 
remain common failure modes. 

Beyond engine-level benchmarking, error correction 
research targeting edit-distance methods has 
continued to mature in recent years. A Damerau-
Levenshtein spell-checker combined with an N-gram 
model demonstrated strong correction performance for 
a low-resource North African language, confirming the 
algorithm's continued relevance for morphologically 
rich, non-English text [23]. Applied to Persian medical 
records, a Damerau-Levenshtein-based correction 
system substantially improved downstream text quality 
by explicitly modeling all four canonical OCR error 

Table 1. Comparative analysis of existing OCR-based drug-label recognition methods, highlighting post-

OCR correction techniques, brand–generic name disambiguation, and methodological limitations. 

Ref Study 
Post-OCR 
Correction 

Brand–Generic 
Handling Main Limitation 

[6] OCR + CNN None Not addressed 
No character-error 

correction 

[7] 
YOLOv8 + CRNN-

gMLP 
None Not addressed 

High detection precision but 
no correction stage 

[9] 
Generic OCR + 

RoBERTa  
Deep-learning 

language model 
Not addressed 

High computational cost; 
not domain-specific to drug 

packaging 

[10] 
CRNN (VietOCR) + 

Aho–Corasick 
Similarity-based, 
not edit-distance 

Not addressed 
Does not explicitly model 
the four canonical OCR 

error types 

[12] 
Dual-engine OCR 

fusion 

Rule-based parsing 
and deep learning 

correction 
Not addressed 

Does not resolve brand–
generic ambiguity; heavier 

computation. 

This 
Study 

Single-engine OCR  
(benchmarked 
independently) 

Damerau-
Levenshtein 

(DLSC) 

Brand–generic relational 
graph (GTC) 

High accuracy, low error 
and computation 
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types [24]. Closer to the Indonesian context, Damerau-
Levenshtein matching refined with cosine similarity for 
candidate ranking reported measurable accuracy 
improvement over the unmodified metric while 
maintaining low inference latency suitable for 
dictionary-scale lookup [25]. Combining Damerau-
Levenshtein distance with an N-gram representation 
and a Random Forest classifier further improved 
robustness against noisy input compared to edit 
distance alone [26]. Collectively, these studies indicate 
that edit-distance-based correction remains an active 
and effective research direction, particularly for 
domain-specific, morphologically complex text where 
LLM-based correction is computationally prohibitive. 

Parallel to these correction-focused efforts, graph-
based representations have increasingly been applied 
to resolve entity-level ambiguity in specialized 
domains. A knowledge-graph entity-disambiguation 
method combining entity-relationship embeddings with 
graph-structure embeddings demonstrated that 
incorporating topological connections surrounding a 
candidate entity substantially improves disambiguation 
precision over relying on contextual similarity alone 
[17]. In the healthcare domain, a comprehensive review 
of knowledge-graph applications highlighted their 
growing role in structuring unstructured clinical 
information, noting that graph-based entity linking 
consistently outperforms isolated lookup approaches 
when candidate entities share overlapping identifiers or 
synonymous naming [27]. A knowledge-graph 
framework supporting pharmacists' clinical information 
needs further demonstrated the feasibility of 
representing product-equivalence relationships 
between pharmaceutical entities as an explicitly 
queryable graph structure, directly addressing naming 
inconsistencies across brand and generic product 
labeling [28]. Broader reviews of drug-related 
knowledge graphs have similarly emphasized their 
utility for relational inference tasks such as therapeutic 
substitution and drug repurposing [29]. However, these 
knowledge-graph studies do not formalize a 
lightweight, training-free traversal mechanism 
downstream of edit-distance correction with explicit 
token-distinctness and position constraints, the specific 
gap this study's GTC design addresses. 

Based on Table 1, previous studies fall into two 
categories: those relying solely on raw OCR output 
without correction [6], [7] and those applying post-
processing without addressing brand–generic 
disambiguation [9], [10], [12]. The first suffers from 
uncorrected OCR errors, limiting accuracy for 
healthcare applications, while the second improves 
recognition through deep-learning-based correction, 
similarity search, or rule-based parsing, but remains 
computationally expensive or fails to explicitly handle 
the full range of canonical OCR error types. The dual-
engine fusion approach in [12] combines two OCR 

engines to improve character-level recognition but 
does not resolve semantic relationships between co-
occurring brand and generic names. Overall, none of 
the reviewed studies integrate lightweight OCR 
correction with relational disambiguation in a single 
framework, motivating the proposed method, which 
combines Damerau-Levenshtein spelling correction 
with graph-traversal-based disambiguation for efficient 
and accurate drug name recognition. 

III. Method 

This study proposes a post-OCR processing 
framework integrating three components in cascade: 
text extraction via Optical Character Recognition 
(OCR), character-level error correction using the 
Damerau-Levenshtein distance algorithm, and brand–
generic drug name disambiguation through graph 
traversal. The output of each stage feeds into the next, 
allowing errors introduced by the OCR engine to be 
progressively reduced until an accurate drug-name 
identification is obtained at the final stage. 

The overall workflow of the proposed framework is 
illustrated in Fig. 1. The research process begins with 
Data Collection, followed by Data Preparation, which 
includes dataset splitting into training and testing 
subsets, construction of a drug dictionary and brand–
generic relational database, and image preprocessing. 
The prepared data then enters the modeling stage, 
comprising a Raw OCR sub-process, where the OCR 
engine generates baseline text extraction, and a post-
processing sub-process, where the raw OCR output is 
corrected through Damerau-Levenshtein spelling 
correction and resolved through the brand–generic 
relational graph. The framework concludes with an 
evaluation stage in which the performance of all tested 
configurations is compared. This staged pipeline aligns 
with recent trends in post-OCR correction research, 
showing that combining a lightweight correction 

 
 

Fig. 1. Overall workflow of the proposed graph-
assisted post-OCR drug-name recognition 
framework, illustrating data collection, dataset 
preparation, image preprocessing, OCR 
extraction, DLSC, GTC, and performance 
evaluation. 
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mechanism with an explicit relational representation 
can improve entity-recognition accuracy without costly 
large language models [9], [23], [17].  

A. Data Collection 

The dataset consists of self-collected images of 
Indonesian drug packaging. A custom dataset was 
necessary because existing public OCR benchmarks 
do not adequately capture pharmaceutical-specific 
characteristics such as mixed Indonesian–international 
terminology, varied fonts, and co-occurring brand–
generic names. Since no large-scale public dataset for 
Indonesian drug packaging exists, images were 
collected via Google Images search using drug-name 
keywords (A–Z) sourced from the BPOM registration 
database and Alodokter, following practices used for 
other Indonesia-specific datasets such as IndoHerb 
[30] and addressing the Western-market bias noted in 
prior pharmaceutical dataset studies [31]. 

Collected images span multiple packaging types 
(bottles, blister strips, boxes) with mixed Indonesian 
and English/Latin text, ranging from 119 × 75 to 11,174 
× 4,887 pixels (mean 760 × 699, median 650 × 550). 
Images were included if they showed legible packaging 
text and excluded if duplicate or non-packaging, with 
duplicates removed manually. As the images originate 
from web search rather than field photography, the 
sample likely skews toward products with higher online 
visibility and toward favorable studio-style imaging 
conditions rather than the degraded lighting and 
handling typical of real dispensing settings. Ground-
truth labels were manually annotated from each search 
query and cross-checked against BPOM and Alodokter 
[31], [32], serving jointly as the study's quality-control 
procedure. This yielded 9,500 validated images 
spanning 3,678 brand labels, larger than most prior 
pharmaceutical image datasets [31], [32]. 

The dataset was split 80:20 at the brand-label level 
as shown in Table 2, so all images of a given brand 
belong to exactly one subset. The drug dictionary and 
brand–generic graph were partitioned accordingly: 
images from the training subset were matched only 

against the dictionary and graph built from the 2,926 
training brand labels, and images from the testing 
subset were matched only against those built from the 
752 testing brand labels. No brand label therefore 
appears in both the training and testing reference 
resources. The terms "training" and "testing" describe 
only this predefined data partition, used respectively for 
consistency analysis and final evaluation; no parameter 
estimation or model fitting is performed on either 
subset. Consequently, testing evaluates recognition of 
previously unseen packaging images, all belonging to 
labels not represented in the training set. 

B. Image Preprocessing  

Referring to the Image Preprocessing stage in Fig. 1, 
each collected image undergoes a sequence of 
enhancement steps prior to text extraction, aimed at 
mitigating common degradations found in drug 
packaging photographs such as non-uniform 
illumination, geometric skew, motion blur, and 
inconsistent background–text contrast. Four 
preprocessing techniques are applied in sequence: 
Contrast Limited Adaptive Histogram Equalization 
(CLAHE), skew correction, image deblurring, and 
image binarization. 

(1) Contrast Enhancement (CLAHE)  

CLAHE is applied selectively to images identified as 
having insufficient contrast, based on statistical 
measures of mean brightness and intensity standard 
deviation computed from the grayscale representation, 
thereby avoiding unnecessary noise amplification on 
already well-lit images, a limitation widely reported for 
uniform histogram equalization approaches [33]. For 
each image requiring enhancement, the image is 
partitioned into 8×8 contextual tiles, and the local 
histogram of each tile is redistributed according to the 
transformation function as defined in Eq. (1) [33]: 

𝑇(𝑟𝑘) = (𝐿 − 1) × ∑ 𝑝𝑟

𝑘

𝑗=0

(𝑟𝑗) (1) 

where 𝐿 is the number of grayscale levels and 𝑝𝑟(𝑟𝑗) is 

the probability of intensity 𝑗 within the local histogram. 

To prevent over-enhancement, each histogram is 
clipped at a limit as defined in Eq. (2) [34]: 

𝐶𝑚𝑎𝑥 =
𝛽 × (𝑚 × 𝑛)

𝐿
 (2) 

with 𝛽 = 2.0 and 𝑚 × 𝑛 denoting the tile size, following 

adaptive clip-limit configurations shown to balance 
contrast gain and noise suppression in recent CLAHE-
based enhancement studies [34]. 

(2) Skew Correction 

Packaging images captured at non-perpendicular 
angles are corrected using a Canny edge map followed 

Table 2. Distribution of the Indonesian 
pharmaceutical packaging image dataset across 
training and testing subsets, including image 
counts and unique brand labels. 

Data Subset 
Number of 

Images 
Number of 

Brand Labels 

Training Set 
(80%) 

7,600 2,926 

Testing Set 
(20%) 

1,900 752 

Total 9,500 3,678 
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by Hough Transform-based line detection, expressed 
in polar coordinates as Eq. (3) [35]: 

𝜌 = 𝑥 cos 𝜃 + 𝑦 sin 𝜃 (3) 

The dominant orientation angle 𝜃𝑠𝑘𝑒𝑤 is estimated 

from the accumulation peak corresponding to the most 
frequent horizontal line orientation, an approach 
demonstrated to be effective and computationally 
efficient for correcting skew in scanned and 
photographed documents prior to OCR [35]. The affine 
rotation matrix used to rotate the image is defined in 
Eq. (4) [35]: 

𝑅 = [
cos(−𝜃𝑠𝑘𝑒𝑤) − sin(−𝜃𝑠𝑘𝑒𝑤)

sin(−𝜃𝑠𝑘𝑒𝑤) cos(−𝜃𝑠𝑘𝑒𝑤)
] (4) 

with bilinear interpolation applied to preserve pixel 
quality during rotation. 

(3) Image Deblurring 

Blurred images, primarily caused by camera motion 
during data collection, are restored using Wiener 
filtering in the frequency domain. The degradation 
model is defined as Eq. (5) [36]: 

𝑔(𝑥, 𝑦) = 𝑓(𝑥, 𝑦) ∗ ℎ(𝑥, 𝑦) + 𝑛(𝑥, 𝑦) (5) 

where 𝑔 is the observed blurred image, 𝑓 is the latent 

sharp image, ℎ is the point spread function (PSF), and 

𝑛 is additive noise. The corresponding Wiener 

restoration filter is given by Eq. (6) [36]: 

𝐻̂(𝑢, 𝑣) = [
𝐻∗(𝑢, 𝑣)

|𝐻(𝑢, 𝑣)|2 + 𝐾
] × 𝐺(𝑢, 𝑣) (6) 

where 𝐾 denotes the noise-to-signal ratio. This 

formulation is consistent with recent Wiener-based 
deconvolution frameworks shown to effectively 
suppress ringing artifacts while restoring edge 
sharpness under motion-blur conditions [36]. 

(4) Image Binarization 

The final preprocessing step converts each 
enhanced grayscale image into a binary representation 
to maximize text-background separability prior to OCR, 
a step widely recognized as a critical determinant of 
downstream OCR accuracy across both global and 
adaptive thresholding approaches. Global thresholding 
via Otsu's method is applied first, maximizing the 
between-class variance as Eq. (7) [37]: 

𝜎𝑏
2(𝑡) = 𝜔0(𝑡) × 𝜔1(𝑡) × [𝜇0(𝑡) − 𝜇1(𝑡)]2 (7) 

with the optimal threshold selected as Eq. (8) [37]: 

𝑡∗ = arg max
0≤𝑡≤𝐿−1

𝜎𝑏
2(𝑡) (8) 

For images with non-uniform illumination, where global 
thresholding is insufficient, the adaptive Sauvola 
method is applied instead, computing a local threshold 
based on the mean and standard deviation within a 
25 × 25 pixel neighborhood as defined in Eq. (9) [37]: 

𝑇(𝑥, 𝑦) = 𝜇(𝑥, 𝑦) × [1 + 𝑘 × (
𝜎(𝑥, 𝑦)

𝑅
− 1)] (9) 

where 𝑘 = 0.3 and 𝑅 = 128. The Sauvola approach has 

been shown to outperform global thresholding on 
documents with complex, non-uniform backgrounds, 
consistent with the packaging designs encountered in 
this study's dataset. 

The four-stage preprocessing pipeline progressively 
enhances drug packaging image quality, as shown in 
Fig. 2. Each stage improves text visibility and 
strengthens the separation between textual content 
and background, producing clearer character 
boundaries. In the final preprocessed image, the 
printed brand name, generic composition, and dosage 
information appear as well-defined foreground 
elements against a more uniform background, with 
reduced reflections and uneven illumination enabling 
more precise character delineation. These cleaner 
visual features facilitate more accurate text recognition 
during the subsequent OCR stage. 

C. Optical Character Recognition 

The general OCR pipeline followed in this study is 
illustrated in Fig. 3, which depicts the conventional four-
stage process of document capture, image file creation, 
OCR processing, and generation of editable text 
output. This conceptual pipeline forms the basis for the 
Raw OCR stage shown earlier in Fig. 1, in which the 
preprocessed drug packaging images serve as the 
document capture input, and the corresponding raw 

 
Fig. 2. Representative pharmaceutical packaging 
images before and after preprocessing, 
illustrating the enhancement of text visibility 
through the proposed image preparation pipeline. 

 

 

 
Fig. 3. General optical character recognition 
workflow comprising document acquisition, 
image generation, OCR processing, and text 
extraction. 
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text output is subsequently passed to the post-
processing stage. 

To capture the internal mechanism underlying 
modern OCR systems, Fig. 4 presents the generic two-
stage paradigm of Text Detection followed by Text 
Recognition, which underlies deep-learning-based 
OCR architectures. In the detection stage, the input 
image of dimension 𝐻 × 𝑊 × 3 is passed through a 

backbone network to extract multi-scale feature maps, 

aggregated by a neck module and passed to detection 
heads that produce a text score map and border map, 
identifying candidate text regions such as the brand 
name and dosage information on the packaging. 
Segmentation-based detection architectures, such as 
the Differentiable Binarization (DB) module adopted by 
PaddleOCR, have been shown to maintain high 
accuracy and inference speed on text of arbitrary 
shape and orientation, particularly relevant for the 
curved and embossed text frequently found on 
cylindrical pharmaceutical packaging [38]. 

Once candidate regions are detected, each is 
cropped, resized, and normalized to a fixed height 𝐻𝑟 

× 𝑊𝑟 × 3 before being passed into the recognition 

stage, where a backbone extracts sequential visual 
features processed by a sequence-modelling encoder 
to capture contextual dependencies between 
characters within a text line [39]. The encoder output is 
then passed to a decoder consisting of a fully 
connected layer and a softmax activation, producing a 
per-timestep probability distribution over the character 
vocabulary, which is subsequently decoded into the 
final character sequence using a Connectionist 
Temporal Classification (CTC) decoder [40]. 

Conf =
1

𝑇
∑ max

𝑐
𝑝(𝑐 ∣ 𝑡)

𝑇

𝑡=1

 (10) 

For each recognized text region, an overall 
confidence score is computed as the average of the 
maximum per-timestep character probabilities 
produced by the decoder as defined in Eq. (10) [40]: 

where 𝑇 is the length of the recognized character 

sequence and 𝑝(𝑐 ∣ 𝑡) is the probability assigned to 

character 𝑐 at timestep 𝑡. This confidence score reflects 

the decoder's certainty in the recognized character 
sequence and is later used to support filtering of low-
confidence OCR predictions. 

The three OCR engines benchmarked in this study 
instantiate this generic paradigm to varying degrees. 
PaddleOCR most closely follows the full architecture 

depicted in Fig. 4, employing a DB-based detector to 
localize text regions, followed by an SVTR-based 
recognizer with a CTC decoding head, and additionally 
incorporates a text-orientation classification module to 
handle rotated or cylindrically distorted labels. 
EasyOCR follows the same two-stage structure but 
with different constituent modules, using a CRAFT-
based detector for text-region localization and an 
attention-augmented CRNN recognizer for sequence 
decoding. Tesseract OCR, in contrast, does not 
perform an explicit, separately trained detection stage; 
instead, it relies on a page-layout analysis step 
configured in PSM 11 mode to treat each packaging 
label as a single uniform text block, which is then 
passed directly to an LSTM-based recognition 
backbone.  

The relative ranking among these three engines 
varies with dataset composition, font size, and imaging 
conditions [18], [41]. Since these prior findings originate 
from packaging domains distinct from the Indonesian 
drug packaging dataset used in this study, all three 
engines are evaluated independently under an 
identical preprocessing pipeline, rather than selecting a 
single engine based on findings from a different 
domain. Each engine produces raw text output, 
bounding-box coordinates, and confidence scores that 
serve as the baseline input for the Damerau-
Levenshtein spelling correction stage. 

D. Baseline Post-OCR Correction Methods 

To assess whether the reported performance gains 
originate specifically from Damerau-Levenshtein 

 
Fig. 4. Architecture of a generic two-stage OCR system illustrating text-region detection, feature extraction, 
sequence modeling, and CTC-based text recognition. 
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correction and graph-based disambiguation, rather 
than from dictionary-based correction in general, four 
widely used post-OCR correction baselines were 
implemented for comparison. All baselines are 
matched against the same drug reference database 
constructed during data collection, ensuring that any 
performance difference reflects the correction method 
itself rather than dictionary coverage. (1) Standard 
Levenshtein Matching. This baseline computes edit 
distance using only insertion, deletion, and substitution, 
omitting the transposition term in Eq. (17). The distance 
is computed following the same recursive formulation 
as Eqs. (13)-(16), with the transposition case removed. 
(2) Fuzzy Matching. This baseline applies RapidFuzz's 
token-based ratio scoring, which computes similarity 
from the length of the longest common alignment 
between two strings normalized by their combined 
length, without explicitly modeling individual character-
level operations as DLSC does. (3) N-gram Retrieval. 
Each token and dictionary entry is represented as a set 
of character trigrams (n = 3). Candidates are ranked by 
the Jaccard similarity between token and reference 
trigram sets, as defined in Eq. (11) [26]: 

Sim_ngram(𝑆, 𝑇) =
|𝐺𝑠 ∩ 𝐺𝑡|

|𝐺𝑠 ∪ 𝐺𝑡|
 (11) 

where 𝐺ₛ and 𝐺ₜ denote the trigram sets of the OCR-

extracted token and candidate reference string, 
respectively. (4) Cosine Similarity Matching. Each 
token and dictionary entry is represented as a 
character-frequency vector, and candidates are ranked 
by cosine similarity between the OCR token vector and 
each reference vector, as defined in Eq. (12) [25]: 

Sim_cos(𝑆, 𝑇) =
𝑣𝑠 ⋅ 𝑣𝑡

‖𝑣𝑠‖‖𝑣𝑡‖
 (12) 

where 𝑣ₛ and 𝑣ₜ denote the character-frequency 

vectors of the OCR-extracted token and candidate 
reference string, respectively. 

E. Damerau-Levenshtein Spelling Correction 

The raw text from each OCR engine is processed using 
a Damerau-Levenshtein Distance-based spelling 
correction module before matching against the drug 
dictionary constructed during data collection. This step 
addresses character-level OCR errors from packaging 
noise, low contrast, and curved surfaces, commonly 
including insertion, deletion, substitution, and 
transposition. Unlike standard Levenshtein Distance, 
which considers only insertion, deletion, and 
substitution, Damerau-Levenshtein also accounts for 
adjacent-character transposition, an error not handled 
by conventional edit-distance correction [23]. 

For two strings 𝑆 and 𝑇 (a candidate reference 

entry), the distance is computed recursively as the 
minimum cost among four character-level operations, 
defined as follows:  

Insertion. This operation adds one character to string 
𝑆 to match a character in string 𝑇, taking the value from 

the cell to the left and adding unit cost as Eq. (13) [23]: 

𝐷𝑖𝑛𝑠(𝑖, 𝑗) = 𝐷(𝑖, 𝑗 − 1) + 1 (13) 

Deletion. This operation removes character from string 
𝑆 so that it moves closer to string 𝑇, taking the value 

from the upper cell plus a unit cost as Eq. (14) [23]: 

𝐷𝑑𝑒𝑙(𝑖, 𝑗) = 𝐷(𝑖 − 1, 𝑗)  +  1 (14) 

Substitution. This operation replaces the character at 
position 𝑖 with the character at position 𝑗 when the two 

differ, taking the value from the diagonal cell and 
adding a cost determined by the character-mismatch 
function as defined in Eq. (15) [23]: 

𝐷𝑠𝑢𝑏(𝑖, 𝑗) = 𝐷(𝑖 − 1, 𝑗 − 1) + 𝑡(𝑆𝑖 ≠ 𝑇𝑗) (15) 

with the mismatch cost defined as Eq. (16): 

𝑡(𝑆𝑖 ≠ 𝑇𝑗) = {
0, 𝑖𝑓𝑆𝑖 = 𝑇𝑗

1, 𝑖𝑓𝑆𝑖 ≠ 𝑇𝑗
 (16) 

Transposition. This operation corrects the swapped 
position of two adjacent characters, applicable only 
when 𝑆𝑖 = 𝑇𝑗−1 and 𝑆𝑖−1 = 𝑇𝑗, taking the value from the 

cell two positions diagonally back and adding a unit 
cost as defined in Eq. (17) [23]: 

𝐷𝑡𝑟𝑎𝑛𝑠(𝑖, 𝑗) = 𝐷(𝑖 − 2, 𝑗 − 2) + 1 (17) 

The computation is initialized using a (𝑚 + 1) × (𝑛 + 1) 

dynamic-programming matrix, where 𝑚 and 𝑛 denote 

the lengths of 𝑆 and 𝑇. Each cell is filled iteratively by 

selecting the minimum among the four operations in 
Eqs. (13)-(17), and the bottom-right cell represents the 
final edit distance between the two strings. This 
formulation runs in 𝑂(𝑚𝑛) time; recent work has 

proposed faster bounded-distance algorithms that 
restrict the search to a threshold edit distance, allowing 
large drug dictionaries to be searched more efficiently 
without filling the full matrix for every candidate [42].  

This dictionary-lookup formulation, comparing 
each token exhaustively against a reference 
vocabulary using edit distance, has recently been 
shown to achieve high correction accuracy for non-
standard Indonesian and English terms when 
combined with frequency-based candidate ranking 
[43]. To support candidate ranking independent of 
string length, a normalized similarity score is 
additionally computed by Eq. (18): 

Sim(𝑆, 𝑇) = 1 −
𝐷(𝑆, 𝑇)

max(|𝑆|, |𝑇|)
 (18) 

where ∣𝑆∣ and ∣𝑇∣ denote the lengths of the OCR-

extracted token and the candidate reference string, 
respectively. Normalized edit-distance scoring has 
similarly been shown to improve precision and recall in 
string-based record matching for noisy, real-world 
identifier fields [44], while weighted variants of the 
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Levenshtein family have proven effective for 
transliteration and correction tasks in other 
morphologically distinct, low-resource languages [45], 
reinforcing the suitability of edit-distance-based 
matching for ranking candidate drug names of varying 
length. 

F. Graph Traversal Brand-Generic Relation 

Commercial drug packaging frequently displays both a 
proprietary brand name and its active pharmaceutical 
ingredient or generic counterpart within the same visual 
field. This co-occurrence introduces ambiguity into 
post-OCR string matching, as character-level errors in 
either token can cause the system to misclassify a 
brand-name product as a generic equivalent, or vice 
versa. To resolve this ambiguity without introducing 
computationally heavy language models, a lightweight 
graph-based traversal module is integrated 
downstream of the Damerau-Levenshtein spelling 
correction stage. This ambiguity reflects a naming 
inconsistency widely reported among registered 
pharmaceutical brands sharing the same active 
ingredient [46].  

The relational structure is modeled as a directed 
graph 𝐺 = (𝑉, 𝐸), where the vertex set 𝑉 = 𝑉𝑏𝑟𝑎𝑛𝑑 ∪
𝑉𝑔𝑒𝑛𝑒𝑟𝑖𝑐 represents the validated drug vocabulary 

extracted from the database. The edge set 𝐸 ⊆
𝑉𝑏𝑟𝑎𝑛𝑑 × 𝑉𝑔𝑒𝑛𝑒𝑟𝑖𝑐 consists of directed edges (𝑏, 𝑔) 

representing the pharmacological equivalence relation 
is_brand_of(𝑏, 𝑔), where brand drug 𝑏 ∈ 𝑉𝑏𝑟𝑎𝑛𝑑 

contains generic active ingredient 𝑔 ∈ 𝑉𝑔𝑒𝑛𝑒𝑟𝑖𝑐. This 

explicit relational structure allows the disambiguation 
module to exploit the topological connections 
surrounding a candidate entity, rather than relying on 
isolated string similarity alone. Relational structure of 
this kind has been shown to improve entity matching 
beyond similarity search alone [47]. 

Given the set of validated labels present on a single 
packaging image after Damerau-Levenshtein 
correction, 𝐿 = 𝑙₁, 𝑙₂, … , 𝑙ₖ ⊂ 𝑉 the module performs a 

one-hop graph traversal by visiting each label 𝑙 ∈ 𝐿 

against its generic neighbor set 𝑁𝑔(𝑙) = 𝑔 ∈ 𝑉𝑔𝑒𝑛𝑒𝑟𝑖𝑐 ∣
(𝑙, 𝑔) ∈ 𝐸. A neighbor is accepted as a verified 

companion only if it also appears in 𝐿 and its similarity 

score meets a length-adaptive threshold, since shorter 
strings are more susceptible to spurious high similarity 
than longer ones: 

𝜏𝑐𝑜𝑚𝑝(𝑔) = {

0.80, |𝑔| ≤ 6

0.85, 6 < |𝑔| ≤ 10

0.90, |𝑔| > 10
 (19) 

A label 𝑙 is treated as a brand candidate if a generic 

neighbor 𝑔 shared between 𝑁𝑔(𝑙) and 𝐿 achieves a 
similarity score meeting or exceeding 𝜏𝑐𝑜𝑚𝑝(𝑔), where 

the OCR tokens 𝑥𝑖 and 𝑥𝑗 matched to 𝑙 and 𝑔 must be 

distinct; this distinctness constraint prevents a single 

token from being counted as evidence for both entities. 
This condition confirms that a detected brand and its 
corresponding generic composition originate from the 
same package and therefore constitute a valid brand–
generic relationship. 

The traversal also operates in the reverse direction: 
if the top-ranked candidate is a generic entity, its 
associated brands 𝑁𝑏(𝑔) = 𝑏 ∈ 𝑉𝑏𝑟𝑎𝑛𝑑 ∣ (𝑏, 𝑔) ∈ 𝐸 

are checked against 𝐿 under the same threshold in Eq. 

(19). A resolved brand 𝑏 must have a matched token 

that is not a substring of the generic token's match and 
must appear at or before the generic token's position in 
the OCR text, 𝑝𝑜𝑠(𝑏) ≤ 𝑝𝑜𝑠(𝑔) unless its own similarity 

score already satisfies Eq. (18) independently. When 
multiple such candidates qualify, ties are resolved by 
similarity score, then by token position and character 
length: 

𝑏∗ = arg max
𝑏∈𝐵

(Sim(𝑥, 𝑏) , −𝑝𝑜𝑠(𝑥), |𝑥|) (20) 

where 𝐵 ⊆ 𝐿 denotes the set of qualifying brand 

candidates. Because the traversal only queries the 
direct one-hop neighbor set of each candidate label, its 
cost scales with 𝑂(∣ 𝑁𝑔(𝑙) ∣) rather than with the size of 

the entire reference graph, keeping the disambiguation 
step computationally lightweight and suitable for per-
image post-processing. 

G. Evaluation Metrics 

The performance of each configuration is quantified 
using seven metrics: Accuracy, WER, CER, Latency, 
Unresolved Rate, Correction Success Rate (CSR), and 
False-Correction Rate (FCR). Together, these capture 
prediction correctness, computational cost, and the 
specific behavior of the correction stages, relevant for 
a post-OCR pipeline intended for future use as a 
decision support tool in resource constrained 
healthcare settings. Accuracy is the proportion of 
images whose final predicted label exactly matches the 
ground-truth label, with unresolved predictions treated 
as incorrect, computed as Eq. (21) [48]: 

Accuracy =
𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡

𝑁
× 100% (21) 

where 𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡 is the number of correctly predicted 

images out of 𝑁 evaluated images. WER measures 

word-level differences between predicted and 
reference labels, defined as Eq. (22) [48]: 

WER =
𝑆𝑤 + 𝐷𝑤 + 𝐼𝑤

𝑁𝑤
 (22) 

where 𝑆𝑤, 𝐷𝑤, and 𝐼𝑤 are the word-level 

substitutions, deletions, and insertions, and 𝑁𝑤 is the 

number of words in the ground-truth label. Unresolved 
predictions are assigned WER = 1.0. CER applies the 
same concept at the character level, as defined in Eq. 
(23) [48]: 
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CER =
𝑆𝑐 + 𝐷𝑐 + 𝐼𝑐

𝑁𝑐
 (23) 

where 𝑆𝑐, 𝐷𝑐, and 𝐼𝑐 are character-level 

substitutions, deletions, and insertions, and 𝑁𝑐 is the 

number of characters in the ground-truth label. 
Unresolved predictions are assigned CER = 1.0. 
Latency measures the average post-OCR processing 
time, including DLSC and GTC, excluding OCR 
inference since OCR outputs are pre-computed and 
cached [49], as defined in Eq. (24) [49]:  

Latency (ms) =
𝑇𝑒𝑛𝑑 − 𝑇𝑠𝑡𝑎𝑟𝑡

𝑁
× 1000 (24) 

where 𝑇𝑠𝑡𝑎𝑟𝑡 and 𝑇𝑒𝑛𝑑 denote the wall-clock times 

at the start and end of processing all 𝑁 images for a 

given configuration. Unresolved Rate, CSR, and FCR 
are added to characterize the specific behavior of the 
correction stages beyond aggregate accuracy: the first 
captures cases where the pipeline returns no candidate 
label, while the latter two capture how often correction 
helps versus harms an already-correct raw prediction, 
defined as Eqs. (25)-(27): 

Unresolved Rate =
𝑁𝑢𝑛𝑟𝑒𝑠𝑜𝑙𝑣𝑒𝑑

𝑁
× 100% (25) 

CSR =
𝑁𝑓𝑖𝑥𝑒𝑑

𝑁𝑤𝑟𝑜𝑛𝑔_𝑟𝑎𝑤

× 100% 
 

(26) 

FCR =
𝑁𝑏𝑟𝑜𝑘𝑒𝑛

𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡_𝑟𝑎𝑤
× 100% (27) 

where 𝑁𝑢𝑛𝑟𝑒𝑠𝑜𝑙𝑣𝑒𝑑 is the number of images with no 

resolved prediction; and 𝑁𝑓𝑖𝑥𝑒𝑑 are the number of 

images incorrect at Raw OCR and the subset 
subsequently corrected; 𝑁𝑤𝑟𝑜𝑛𝑔_𝑟𝑎𝑤 and 𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡_𝑟𝑎𝑤 

and 𝑁𝑏𝑟𝑜𝑘𝑒𝑛 are the number of images correct at Raw 

OCR and the subset subsequently changed to 
incorrect. 

IV. Result 

This section presents the empirical evaluation of the 
proposed post-OCR framework across three OCR 
engines and their correction configurations, covering 
experimental setup, qualitative recognition behavior, 
and quantitative performance on training and testing 
datasets, assessing the contribution of DLSC and GTC 
alongside the framework's generalization to unseen 
packaging images. Additionally, component-wise 
processing latency is evaluated across CPU and GPU 
environments to assess practical deployment 
feasibility. DLSC is further benchmarked against 
standard post-OCR correction baselines, GTC's design 
components are isolated through ablation and 
sensitivity analysis, the statistical significance and 
effect size of GTC's improvement are established, and 
correction behavior is examined at the class and label 
level to characterize residual error sources. 

Algorithm 1: Proposed Graph-Assisted Post-OCR 

Drug Name Recognition Using DLSC and GTC. 

Input: Packaging Image 𝐼, Drug Dictionary 𝐷, Brand–

Generic Graph 𝐺 

Output: Final Predicted Drug Label ŷ 

Function 𝐷𝑁𝑅(𝐼): 

 𝑇 ← 𝑂𝐶𝑅(𝐼); normalize tokens and retain positions 

 𝐿 ← Ø; 𝐵 ← Ø 

 𝜏(𝑠)← 0.80 if |𝑠|← 6; 0.85 if |𝑠|← 10; otherwise 

0.90 

 for each token 𝑥𝒊 ← 𝑇 do 

  Compute normalized DL scores against D 

  Apply prefix/suffix scoring for |𝑑| ≥ 6 

  Store best label, score, token, and position in L 

 end 

 if 𝐿 = Ø then return Unresolved 

 𝐶 ← top 10 ranked labels in 𝐿 

 for each brand 𝑏 ∈ 𝐶 do 

  for each generic 𝑔 ∈ 𝑁ᵍ(𝑏) ∩ 𝐿 do 

   if 𝑡𝑜𝑘𝑒𝑛(𝑏) ≠ 𝑡𝑜𝑘𝑒𝑛(𝑔) and 𝑠𝑐𝑜𝑟𝑒(𝑔) ≥ 

𝜏(𝑔) then 

    𝐵 ← 𝐵 ∪ 𝑏 

   end 

  end 

 end 

 𝑔 ← highest-ranked label in 𝐿 

if 𝑔 is generic then 

  for each brand 𝑏 ∈ 𝑁ᵇ(𝑔) ∩ 𝐶 do 

   if 𝑡𝑜𝑘𝑒𝑛(𝑏) ≠ 𝑡𝑜𝑘𝑒𝑛(𝑔) and 𝑠𝑐𝑜𝑟𝑒(𝑏) ≥
𝜏(𝑏) 

    and 𝑚𝑎𝑡𝑐ℎ𝑒𝑑𝑇𝑜𝑘𝑒𝑛(𝑏) is not a substring 

of 𝑚𝑎𝑡𝑐ℎ𝑒𝑑𝑇𝑜𝑘𝑒𝑛(𝑔) 

and [𝑝𝑜𝑠(𝑏) ≤ 𝑝𝑜𝑠(𝑔) or 𝑠𝑐𝑜𝑟𝑒(𝑏) ≥
𝜏𝑠𝑡𝑟𝑜𝑛𝑔] then 

𝐵 ← 𝐵 ∪ 𝑏 

   end 

  end 

 end 

 if 𝐵 ≠ ∅ then 

  Return brand ranked by score, position, token, 

length 

 else 

  Return highest-ranked DLSC label in L 

 End 

Return Final Prediction ŷ 
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A. Experimental Setup 

All experiments were conducted using Python on a 

single workstation equipped with an NVIDIA GeForce 

RTX 4090 GPU with 24 GB of VRAM. To assess 

performance across deployment scenarios relevant to 

healthcare institutions with varying computational 

infrastructure, each OCR engine was evaluated under 

both CPU-only and GPU-accelerated configurations. 

This dual-configuration setup reflects realistic 

deployment conditions ranging from resource-

constrained facilities relying on CPU inference to mid-to-

high-end institutions adopting GPU acceleration, while 

avoiding the added latency and data-privacy concerns 

associated with cloud-based inference for 

pharmaceutical packaging images. Exact software and 

library versions, including the CUDA toolkit used for 

GPU acceleration, are reported in Table 3. 

The overall inference procedure is summarized in 

Algorithm 1, consolidating the OCR extraction, DLSC, 

and GTC stages from Section III into a single function, 

DNR(𝐼). Given packaging image 𝐼, drug dictionary 𝐷, and 

brand–generic graph 𝐺, the algorithm extracts and 

normalizes OCR tokens, then matches each token 

against 𝐷 using the length-adaptive threshold 𝜏(𝑠) and 

prefix/suffix scoring to form a corrected label set 𝐿; if no 

token meets this threshold, the image is marked 

Unresolved. Graph verification is restricted to the top-10 

ranked labels in 𝐿. The traversal first checks each brand 

candidate's generic neighbors for a token-distinct, 

threshold-satisfying match; if the top-ranked label is 

instead generic, the reverse direction is checked, 

requiring each candidate brand's matched token to be 

non-substring and positioned at or before the generic 

token unless its own score already exceeds the stricter 

threshold 𝜏_strong. When multiple brand candidates 

qualify, ties are resolved by score, then token position, 

then length. The prediction 𝑦̂ resolves to the single 

qualifying brand; with no valid brand candidate, the 

highest-scoring DLSC label is returned as a fallback.  

Each engine was deployed using its publicly released 

pretrained model without domain-specific fine-tuning on 

the drug packaging dataset, consistent with the 

framework's objective of evaluating off-the-shelf 

recognition performance prior to post-processing 

correction and evaluated under both CPU and GPU 

configurations as described above to reflect realistic 

deployment settings. Exact library versions and 

initialization parameters for each engine are reported in 

Table 3. PaddleOCR's automatic text-angle 

classification allows correction of rotated text regions on 

curved packaging surfaces. Tesseract's Page 

Segmentation Mode 11 detects sparse, non-sequential 

text blocks without assuming a fixed reading order, 

better suited to the irregular spatial arrangement of 

brand names, dosage information, and regulatory text 

on pharmaceutical packaging than Tesseract's default 

page-layout assumption. 

For the DLSC computation, the framework adopts 

the RapidFuzz library, with the version used reported in 

Table 3, over alternatives such as jellyfish, supported by 

RapidFuzz's published benchmark comparing runtime 

across increasing string lengths as shown in Fig. 5. 

RapidFuzz consistently outperforms jellyfish, with the 

gap widening as string length increases; at 256 

characters, it completes in approximately 160 μs versus 

over 315 μs for jellyfish, roughly half the runtime. Since 

the pipeline computes similarity scores between each 

OCR-extracted token and every candidate in the drug 

reference database, this efficiency advantage 

compounds at scale, directly contributing to the low per-

image latency reported in Table 4. 

Table 3. Software versions, OCR engine 
configurations, and computational libraries used 
in the experimental implementation. 

Library  Version Parameter/Configuration 

pytesseract 0.3.13 
Python wrapper for 

Tesseract 

Tesseract 
OCR 

5.5.0.2 
(OEM 3 = LSTM engine; 
PSM 11 = sparse text) 

easyocr 1.7.2 Language: [‘en’] 

paddleocr 2.10.0 
Language: en; 

use_angle_cls=True; 

rapidfuzz 3.14.3 
Used for DLSC similarity 

computation 

CUDA 13.0 GPU acceleration 

 

 

 

 
Fig. 5. Computational runtime comparison 

between RapidFuzz and Jellyfish 

implementations of DLSC calculation across 

increasing input string lengths. 
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Three additional configuration values govern the 

pipeline's runtime behavior, each determined empirically 

from recurring OCR failure patterns observed during 

pipeline development rather than tuned against 

accuracy on either subset; because the split is 

performed at the brand-label level, with no label shared 

between training and testing, these patterns could not 

reflect characteristics specific to the testing labels. First, 

graph verification is restricted to the top-10 DLSC 

candidates, since the correct label fell within this range 

in most cases. Second, to handle tokens fused with 

adjacent words or dosage information (e.g., 

"paracetamol500" extracted as a single token against 

the reference "paracetamol"), a candidate is accepted as 

a strong match when it is a prefix or suffix of a longer 

token sharing at least six characters. Standard 

Damerau-Levenshtein similarity penalizes such tokens 

by their full-length difference and often pushes correct 

matches below the 0.90 threshold in Eq. (19), producing 

a false negative. The affix-match score is therefore 

computed as 0.78 plus 0.22 times the ratio of the shorter 

token's length to the longer token's length and the six-

character minimum prevents coincidental substrings 

between unrelated drug names from being accepted. 

Third, multi-word labels are matched against their full 

string rather than the first word alone, to avoid confusion 

with unrelated products sharing the same leading term. 

B. Qualitative OCR Engine Performance 

To complement the quantitative results presented in the 

following subsections, Fig. 6 illustrates representative 

raw OCR outputs across six drug packaging samples, 

spanning both favorable and adverse recognition 

conditions. For each image, the OCR engine localizes 

candidate text regions with a bounding box and 

recognizes the text within it, with the recognized string 

displayed alongside its box for direct comparison against 

the original packaging. This layout distinguishes 

detection errors, where a region is missed, merged, or 

incorrectly bounded, from recognition errors, where the 

region is correctly localized, but the extracted characters 

are wrong.  

For packaging featuring high-contrast, sans-serif 

typography and minimal background clutter, the OCR 

engine performed reliably across both stages of the 

pipeline: bounding boxes were drawn precisely around 

each text region, and the recognized output correctly 

captured the brand name together with its corresponding 

generic composition. Only minor formatting artifacts 

appeared, typically involving a single trailing character 

being dropped rather than misread as a different 

character. Packaging containing decorative illustrations 

surrounding the printed text was likewise handled with 

reasonable fidelity, with both the brand name and 

generic label extracted correctly despite the cluttered 

background, indicating that moderate clutter alone does 

not substantially degrade recognition when typography 

remains clear.  

In contrast, packaging with stylized or overlapping 

fonts introduced more severe recognition errors, even 

when the bounding boxes were reasonably well placed. 

Several samples exhibited character-level substitutions 

consistent with the OCR error taxonomy addressed by 

the Damerau-Levenshtein correction stage. More 

pronounced failures involved two adjacent text regions 

being bounded as one, fusing the brand name with 

 
Fig. 6. Representative drug packaging samples and OCR detection and recognition outputs, illustrating the 
effects of typography, background complexity, and packaging characteristics on text extraction 
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dosage information, alongside additional character-level 

errors affecting the generic name. The most severe 

cases arose from cursive or heavily stylized brand 

typography, where the leading character was misread 

entirely, while smaller, well-defined text regions 

elsewhere on the same packaging were still recognized 

correctly despite their reduced print size.  

These qualitative observations show that recognition 

failures cluster around labels with decorative or non-

standard typography, word-adjacent fusion, and low 

text-background contrast, motivating the character-level 

correction and graph-based relational disambiguation 

mechanisms.  

C. Quantitative Performance on Training and 

Testing Datasets 

Table 4 reports Accuracy, WER, CER, Unresolved 
Rate, Correction Success Rate (CSR), and False-
Correction Rate (FCR) for all nine configurations 
evaluated on both the training and testing datasets, 
spanning three OCR engines (Tesseract, EasyOCR, 
PaddleOCR) across three processing stages (Raw 
OCR, +DLSC, +DLSC+GTC). Because no component 
undergoes parameter training, the training subset 
serves only as a consistency check against testing, not 
as fitting data. CSR and FCR are computed 
cumulatively against the Raw OCR baseline at both 

post-processing stages, so the +DLSC+GTC row 
reflects the end-to-end correction behavior of the full 
pipeline rather than GTC's marginal contribution alone 

At the Raw OCR stage, all three engines exhibit 
limited recognition accuracy, ranging from 25.52% for 
Tesseract to 50.94% for PaddleOCR on the training 
set, with a comparable pattern on testing (26.59%–
48.16%). Tesseract's markedly lower accuracy is 
accompanied by a substantially higher Unresolved 
Rate (50.73%/49.61%) than EasyOCR (8.48%/7.3%) 
or PaddleOCR (2.97%/2.89%), indicating that roughly 
half of Tesseract's raw predictions fail to produce any 
token similar enough to a dictionary entry to be 
resolved at all, consistent with its reliance on page-
layout segmentation rather than a dedicated text-
detection stage. WER and CER remain 
correspondingly high across all engines (49.61%–
76.37%). 

Applying DLSC yields the single largest 
improvement across all engines: PaddleOCR rises 
from 50.94%/48.16% to 90.15%/89.80% 
(+39.21/+41.64 points), EasyOCR from 
49.90%/49.08% to 86.11%/86.23% (+36.21/+37.15 
points), while Tesseract improves more modestly from 
25.52%/26.59% to 44.58%/44.56% (+19.06/+17.97 
points). This gain is accompanied by Unresolved Rate 
dropping to 0% for all three engines, since the DLSC 

Table 4. Comparative training and testing performance of three OCR engines with DLSC and GTC, evaluated 
using accuracy, word error rate (WER), character error rate (CER), unresolved rate, correction success rate 
(CSR), and false-correction rate (FCR). 

Model Accuracy 
(Train/Test) 

WER 
(Train/Test) 

CER 
(Train/Test) 

Unresolved Rate 
(Train/Test)  

CSR 
(Train/Test) 

FCR 
(Train/Test) 

Tesseract OCR 
25.52% / 
26.59% 

74.44% / 
73.36% 

76.34% / 
76.37% 

50.73% / 
49.61% 

0% 0% 

Easy OCR 
49.90% / 
49.08% 

50.57% / 
51.50% 

55.81% / 
57.73% 

8.48% /  
7.3% 

0% 0% 

PaddleOCR 
50.94% / 
48.16% 

49.61% / 
52.52% 

56.01% / 
60.05% 

2.97% /  
2.89% 

0% 0% 

Tesseract OCR 
+ DLSC 

44.58% / 
44.56% 

56.60% / 
56.33% 

51.20% / 
50.90% 

0% 
25.82% / 
24.84% 

0.67% / 
0.99% 

Easy OCR + 
DLSC 

86.11% / 
86.23% 

14.04% / 
13.85% 

14.16% / 
15.11% 

0% 
73.16% / 
73.79% 

0.9% / 
0.86% 

PaddleOCR + 
DLSC 

90.15% / 
89.80% 

9.88% / 
10.38% 

10.44% / 
11.60% 

0% 
81.32% / 
81.74% 

1.34% / 
1.53% 

Tesseract OCR 
+ DLSC + GTC 

47.69% / 
47.19% 

53.46% / 
53.70% 

47.72% / 
48.00% 

0% 
30.04% / 
28.35% 

0.93% / 
0.79% 

Easy OCR + 
DLSC + GTC 

92.40% / 
92.96%  

7.66% / 
7.12% 

7.05% / 
7.28% 

0% 
85.73% / 
87.00% 

0.9% / 
0.86% 

PaddleOCR + 
DLSC + GTC 

96.13% / 
96.69% 

3.82% / 
3.44% 

3.64% / 
3.76% 

0% 
93.54% / 
94.52% 

1.39% / 
0.98% 
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stage always returns the highest-scoring dictionary 
match as a fallback rather than leaving a prediction 
unresolved. CSR against the Raw OCR baseline 
shows how much of each engine's raw error DLSC 
alone recovers: PaddleOCR corrects 81.32%/81.74% 
of its previously wrong predictions, EasyOCR 
73.16%/73.79%, while Tesseract recovers only 
25.82%/24.84%, indicating that DLSC's correction 
capacity depends on the underlying OCR output 

already retaining a reasonable character-level 
approximation of the true label. FCR remains low 
across all engines (0.67%–1.53%), showing that DLSC 
rarely overturns an already-correct raw prediction.  

Adding Graph Traversal Correction (GTC) produces 
a further, smaller but consistent gain on top of DLSC: 
PaddleOCR reaches 96.13%/96.69% (+5.98/+6.89 
points over DLSC alone), EasyOCR reaches 
92.40%/92.96% (+6.29/+6.73 points), and Tesseract 

Table 5. Component-wise processing latency and total inference time of OCR–DLSC–GTC configurations 
under CPU and GPU execution environments. 

Model Configuration 
OCR Latency 
(Train/Test) 

DLSC Latency 
(Train/Test) 

GTC Latency 
(Train/Test) 

Total Latency 
(Train/Test) 

Tesseract 
OCR + DLSC 
+ GTC 

CPU 
1584.34 ms / 
1574.46 ms 

309.37 ms / 
451.56 ms 

0.05 ms / 
0.05 ms 

1893.76 ms / 
2026.07 ms 

Easy OCR + 
DLSC + GTC 

CPU 
59142.57 ms / 
49952.83 ms 307.07 ms / 

306.08 ms 
0.05 ms /  
0.05 ms 

59449.69 ms / 
50258.96 ms 

GPU 
1276.15 ms /  
1197.95 ms 

1583.27 ms / 
1504.08 ms 

PaddleOCR + 
DLSC + GTC 

CPU 
2356.07 ms / 
2306.12 ms 261.80 ms / 

340.93 ms  
0.06 ms / 
0.06 ms 

2617.93 ms / 
2647.11 ms 

GPU 
310.99 ms / 
285.48 ms 

572.85 ms / 
626.47 ms 

 

 
Fig. 7. Performance comparison of nine OCR and post-OCR correction configurations: (a) training and 
testing accuracy, (b) testing character error rate, and (c) testing word error rate. 
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reaches 47.69%/47.19% (+3.11/+2.63 points). 
Corresponding reductions are observed in WER and 
CER follow the same trend in reverse, with PaddleOCR 
+ DLSC + GTC achieving the lowest error rates overall 
(3.82%/3.44% WER, 3.64%/3.76% CER). CSR rises 
further at the full pipeline stage, reaching 
93.54%/94.52% for PaddleOCR and 85.73%/87.00% 
for EasyOCR. FCR remains comparably low end-to-
end (0.98%–1.39% for PaddleOCR), indicating that the 
full pipeline rarely overturns an originally correct raw 
prediction despite the additional relational verification 
step. Tesseract's smaller CSR gain (30.04%/28.35%, 
only modestly higher than DLSC's 25.82%/24.84%) 
reflects its weaker raw baseline, which limits the pool 
of recoverable brand–generic errors GTC can act on. 

Across all configurations, accuracy, WER, and CER 
values on the testing dataset remain within 
approximately one percentage point of their training 
counterparts, as shown in Fig. 7, with PaddleOCR + 
DLSC + GTC in fact performing marginally better on 
testing data (96.69% vs. 96.13%). This close train–test 
agreement is consistent with the rule-based, database-
lookup nature of DLSC and GTC, neither of which 
involves parameter fitting to the training set, so 
performance depends primarily on whether a queried 
label exists in the reference database and graph rather 
than on prior exposure to a specific packaging image. 

Table 5 reports end-to-end latency, decomposed 
into OCR, DLSC, and GTC components, under CPU 
and GPU configurations; Tesseract is CPU-only, 
consistent with its native execution environment. OCR 

inference dominates total latency for all three engines, 
particularly on CPU, where EasyOCR requires 
59,142.57 ms/49,952.83 ms per image, roughly an 
order of magnitude slower than Tesseract (1,584.34 
ms/1,574.46 ms) and PaddleOCR (2,356.07 
ms/2,306.12 ms); this gap narrows sharply under GPU 
acceleration, where EasyOCR and PaddleOCR OCR 

latency drops to 1,276.15 ms/1,197.95 ms and 310.99 
ms/285.48 ms respectively, confirming that EasyOCR's 
architecture benefits disproportionately from GPU 
acceleration relative to CPU-only deployment. DLSC 
latency remains comparatively stable across engines 
and hardware configurations (261.80–451.56 ms), 
reflecting its fixed dictionary-search cost independent 
of the upstream OCR engine or hardware backend. 
GTC latency is negligible across all configurations 
(0.05–0.06 ms), consistent with the one-hop, top-K-
restricted traversal design in Section III.F. Total latency 
for PaddleOCR + DLSC + GTC thus ranges from 
572.85/626.47 ms (GPU) to 2,617.93/2,647.11 ms 
(CPU), with hardware backend, not GTC, serving as 
the primary determinant of overall pipeline latency. 

D. Comparison with Baseline Post-OCR Methods 

Table 6 compares DLSC against four widely used post-
OCR correction baselines, Standard Levenshtein 
Matching, Fuzzy Matching, N-gram Retrieval, and 
Cosine Similarity Matching, each evaluated standalone 
(without GTC) under the same drug reference 
database and OCR input, isolating the contribution of 
the correction method itself. Accuracy, WER, CER, and 
latency are reported for both the training and testing 
sets, using PaddleOCR as the backend. 

The three baselines lacking explicit transposition 
handling, Standard Levenshtein (87.38%/86.7%), N-
gram Retrieval (87.35%/86.75%), and Cosine 
Similarity Matching (87.34%/87.01%), achieve near-
identical accuracy, clustering roughly three percentage 

points below DLSC (90.15%/89.80%). This 
convergence suggests these methods reach a similar 
performance ceiling when restricted to character- or 
substring-level similarity without accounting for 
adjacent-character transposition, a common OCR error 
type. Fuzzy Matching achieves the closest accuracy to 
DLSC among the baselines (89.3%/89.17%), 

Table 6. Quantitative comparison of conventional post-OCR correction methods and the proposed DLSC 
approach using recognition accuracy, WER, CER, and processing latency. 

Method 
Accuracy 

(Train/Test) 
WER 

(Train/Test) 
CER 

(Train/Test) 
Latency 

(Train/Test) 

Standard 
Levenshtein 

87.38% / 86.7% 12.72% / 13.59% 13.42% / 14.68% 14.77 ms / 11.59 ms 

Fuzzy Matching 89.3% / 89.17% 10.98% / 11.23% 11.38% / 12.21% 706.48 ms / 708.42 ms 

N-gram Retrieval 87.35% / 86.75% 12.78% / 13.59% 13.38% / 14.77% 16.08 ms / 10.81 ms 

Cosine Similarity 
Matching 

87.34 % / 87.01% 12.86% / 13.38% 13.41% / 14.46% 21.39 ms / 11.02 ms 

DLSC (Proposed) 90.15% / 89.80% 9.88% / 10.38% 10.44% / 11.60% 261.80 ms / 340.93 ms 
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consistent with RapidFuzz's token-based ratio scoring 
implicitly tolerating minor positional shifts, though it still 
falls short of DLSC's explicit transposition modeling. 

Latency reveals a sharper distinction. Standard 
Levenshtein, N-gram Retrieval, and Cosine Similarity 
Matching are substantially faster than DLSC (10.81–
21.39 ms versus 261.80 ms/340.93 ms), reflecting their 
simpler distance computations. Fuzzy Matching, 
despite its competitive accuracy, incurs the highest 
latency among the four baselines (706.48 ms/708.42 
ms), slower than DLSC, indicating that RapidFuzz's 
alignment-based ratio scoring is computationally more 
expensive than dynamic-programming edit distance at 
the dictionary scale used in this pipeline.  

These results indicate that DLSC's advantage over 
generic dictionary-based correction does not stem 
merely from performing correction at all, but specifically 
from explicitly modeling the transposition operation 
absent in the other edit-distance and similarity-based 
baselines, while remaining substantially more efficient 
than the only baseline (Fuzzy Matching) that 

approaches comparable accuracy. This supports the 
methodological claim that the reported performance 
gains originate from the specific combination of 
Damerau-Levenshtein correction and graph-based 
disambiguation, rather than from post-OCR correction 
in general. 

E. Ablation Studies and Sensitivity Analysis 

Table 7 isolates the contribution of individual GTC 
design components by selectively disabling each rule 
from the full pipeline, while Fig. 8 presents a 
complementary sensitivity analysis across four 
configuration axes governing the pipeline's runtime 
behavior: the top-K candidate restriction, the minimum 
substring length for prefix/suffix matching, the 
acceptance threshold strategy, and the joint base–
weight parameterization of the substring scoring 
function. Removing GTC entirely (DLSC only) 
produces the largest single drop in performance, from 
96.13%/96.69% to 90.15%/89.80% (Table 4), 
confirming GTC's substantial contribution beyond 
DLSC alone. Disabling image preprocessing produces 
a comparably large drop, to 94.22%/93.32%, with WER 
and CER rising to 5.78%/6.81% and 5.66%/6.99% 
respectively, indicating that preprocessing remains a 
necessary precondition for both DLSC and GTC to 
operate on sufficiently clean OCR tokens.  

Among the individual graph-resolution rules, 
removing the reverse traversal direction causes the 
largest degradation (95.32%/95.43%, WER 
4.64%/4.65%, CER 4.55%/4.99%), indicating that a 
meaningful share of brand–generic corrections 
originate from cases where the top-ranked DLSC 
candidate is itself generic rather than brand, which only 
the reverse-direction check can resolve. Removing the 
tie-breaking rule produces a similarly large drop on the 

Table 7. Ablation analysis of graph traversal 
constraints and image preprocessing components 
on PaddleOCR-based drug-name recognition 
performance. 

Model Variant  

Acc WER CER 

(Train/Test) 

Full Model 
96.13% / 
96.69% 

3.82% / 
3.44% 

3.64% / 
3.76% 

GTC w/o 
position 
constraint 

96.13% / 
96.69% 

3.82% / 
3.44% 

3.64% / 
3.76% 

GTC w/o 
candidate size 

96.12% / 
96.69% 

3.83% / 
3.44% 

3.65% 
3.76% 

GTC w/o Tie-
breaking rule 

94.58% / 
96.00% 

5.40% / 
4.21% 

5.39% / 
4.33% 

GTC w/o 
Substring 
restriction 

95.66% / 
95.53% 

4.29% / 
4.55% 

3.84% / 
4.38% 

GTC w/o token-
distinctness 

95.74% / 
95.69% 

4.21% / 
4.39% 

3.79% / 
4.16% 

GTC w/o 
reverse 
traversal 

95.32% / 
95.43% 

4.64% / 
4.65% 

4.55% / 
4.99% 

No Threshold  
95.73% / 
96.58% 

4.23% / 
3.55% 

3.61% / 
3.58% 

No GTC (DLSC 
only) 

90.15% /  
89.80% 

9.88% / 
10.38% 

10.44%/ 
11.60% 

No Image 
Preprocessing 

94.22% / 
93.32% 

5.78% / 
6.81% 

5.66% / 
6.99% 

 

 

 

 
Fig. 8. Sensitivity analysis of GTC parameters: (a) 
top-K candidate restriction, (b) minimum 
substring length, (c) acceptance threshold 
strategy, (d) joint base–weight substring scoring. 
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training set (94.58%, WER 5.40%, CER 5.39%) though 
its effect is comparatively smaller on testing (96.00%, 
WER 4.21%, CER 4.33%), suggesting that ambiguous 
cases with multiple qualifying brand candidates, while 
relatively rare, are resolved inconsistently without an 
explicit priority ordering. Disabling the token-
distinctness constraint (95.74%/95.69%) and the 
substring restriction (95.66%/95.53%) each produce 
moderate accuracy reductions of approximately 0.5–1 
point, confirming that both constraints meaningfully 
reduce false-positive brand–generic matches even 
though neither is individually as consequential as the 
reverse traversal or tie-breaking mechanisms. In 
contrast, removing the position constraint 
(96.12%/96.69%) or restricting verification to the top-10 
candidate set (96.12%/96.69%, labeled "candidate 
size" in Table 7) leaves performance virtually 
unchanged from the full model, indicating these two 
conditions function primarily as efficiency safeguards 
against rare edge cases rather than as substantial 
contributors to accuracy.  

The sensitivity analysis in Fig. 8 corroborates these 
findings from a complementary angle. Fig. 8 (a) shows 
accuracy plateauing from K=3 onward, with the 
baseline K=10 (96.13%/96.69%) positioned well within 
this stable region, consistent with Table 7's finding that 
top-K restriction contributes negligibly to accuracy once 
a sufficient candidate pool is retained. Fig. 8 (b) shows 
a clear peak at the chosen minimum substring length 

of six characters (96.13%/96.69%), with accuracy 
declining on either side, most sharply as the threshold 
approaches ten characters, confirming six as a locally 
optimal rather than arbitrary choice. Fig. 8 (c) shows 
the adaptive threshold strategy outperforming all flat-
threshold alternatives and the no-threshold baseline, 
reinforcing the ablation results in Table 7. Fig. 8 (d), a 
joint contour analysis of the substring-scoring base and 
weight parameters, confirms that the selected 
configuration (base=0.78, weight=0.22) lies at the 
empirical peak of 96.69% test accuracy, with 
performance degrading gradually toward both corners 
of the explored parameter space rather than dropping 

sharply, indicating the scoring formula is reasonably 
robust to small perturbations around the chosen 
values. 

Collectively, these results indicate that GTC's 
accuracy gains are not attributable to a single design 
choice but arise from the combined effect of several 
constraints of varying individual weight, reverse 
traversal and tie-breaking contributing most 
substantially, token-distinctness and substring 
restriction offering moderate additional protection 
against false matches, and the top-K and position 
constraints serving primarily as computational 
safeguards rather than accuracy-critical components. 

F. Statistical Significance Analysis 

To determine whether the accuracy gain from adding 
GTC to DLSC reflects a genuine improvement rather 
than sampling variation, two complementary analyses 
were conducted on the testing set predictions: 
bootstrap confidence intervals for each configuration's 
accuracy, and a paired significance test comparing 
DLSC against DLSC+GTC on the same images. 
Because each image is evaluated under both 
configurations, the outcomes are paired rather than 
independent, and because the per-image outcome is 
binary (correct/incorrect), the exact McNemar test [50]   
was adopted, as it directly models discordant pairs of 
binary outcomes without requiring a normality 
assumption or a separate omnibus test across groups. 

For each image 𝑖, let 𝑦ᵢ = 1 if the prediction is correct 

and 0 otherwise. Accuracy is the proportion of correctly 
recognized images among all 𝑁 evaluated images, 

including unresolved predictions in the denominator, as 
defined in Eq. (21). A 95% confidence interval for 
accuracy was obtained via image-level bootstrap 
resampling [51]. 𝑁 image indices are resampled with 

replacement, accuracy is recomputed on the resample, 
and this is repeated 10,000 times (seed = 42), with the 
2.5th and 97.5th percentiles of the resulting distribution 
forming the interval. On the PaddleOCR testing set, 
accuracy rose from 89.80% [88.43%, 91.17%] with 
DLSC to 96.69% [95.90%, 97.48%] with DLSC+GTC, 

Table 8. Paired statistical comparison of DLSC and DLSC–GTC across three OCR engines, reporting 
accuracy confidence intervals, percentage-point improvements, McNemar test results, Holm-adjusted p-
values, and relative error reduction. 

Engine 
DLSC Acc.  
[95% CI] 

DLSC+GTC  
Acc. [95% CI] 

Δ pp  
[95% CI] 

McNemar 
p 

Holm-
adjusted p 

Error 
Reduction 

PaddleOCR [88.43, 91.17] [95.90, 97.48] [5.73, 8.04] 2.461×10⁻³⁸ 7.384×10⁻³⁸ 67.53% 

EasyOCR [84.66, 87.76] [91.80, 94.06] [5.57, 7.88] 3.684×10⁻³⁵ 7.368×10⁻³⁵ 48.85% 

Tesseract 
OCR 

[42.35, 46.82] [44.98, 49.50] [1.94, 3.36] 1.776×10⁻¹⁵ 1.776×10⁻¹⁵ 4.74% 

 

https://jeeemi.org/index.php/jeeemi
https://portal.issn.org/resource/ISSN-L/2656-8632
https://doi.org/10.35882/jeeemi.v7i3.948
https://creativecommons.org/licenses/by-sa/4.0/


Journal of Electronics, Electromedical Engineering, and Medical Informatics                             
Homepage: jeeemi.org; Vol. 8, No. 3, July 2026, pp: 330-340                                                e-ISSN: 2656-8632 

 

Manuscript received 8 April 2025; Revised 10 June 2025; Accepted 15 June 2025; Available online 27 June 2025 
Digital Object Identifier (DOI): https://doi.org/10.35882/jeeemi.v7i3.948 
Copyright © 2026 by the authors. This work is an open-access article and licensed under a Creative Commons Attribution-ShareAlike 4.0 
International License (CC BY-SA 4.0).  

 1786               

non-overlapping intervals consistent with a genuine 
improvement. 

Because DLSC and DLSC+GTC are evaluated on 
the same images, each image falls into one of four 
outcome pairs. On PaddleOCR, GTC corrected 132 
previously wrong predictions while introducing only 1 
new error, with 1,707 images remaining correct and 62 
remaining wrong under both configurations. The exact 
McNemar test evaluates only the discordant pairs (𝑏 = 

132 corrected, 𝑐 = 1 broken), testing the null hypothesis 

that correction and breakage are equally likely, as 
defined in Eq. (28) [50]: 

𝑝 = min (1,2 ∑ (
𝑏 + 𝑐

𝑘
)

min(𝑏,𝑐)

𝑘=0

(0.5)𝑏+𝑐) (28) 

This yielded 𝑝 = 2.461 × 10⁻³⁸, far below the 

conventional significance threshold of α = 0.05, leading 
to rejection of the null hypothesis; in other words, a 
result this asymmetric between corrections and 
breakages would be extremely unlikely to occur by 
chance alone if GTC provided no real benefit over 
DLSC. 

Beyond statistical significance, two effect-size 
measures quantify the magnitude of improvement: the 
absolute percentage-point difference (6.89 points, 95% 
paired-bootstrap CI: 5.73–8.04) and the relative error 
reduction, defined as the proportion of DLSC's errors 
eliminated by GTC, yielding 67.53% for PaddleOCR, 
indicating that roughly two-thirds of DLSC's residual 
errors are resolved by GTC. 

The same procedure was applied to EasyOCR and 
Tesseract. Because three per-engine tests were 
conducted, testing multiple hypotheses increases the 
chance of a false positive by chance alone, so Holm's 
sequentially rejective procedure [52] was applied to 
control the family-wise error rate at α = 0.05: p-values 
are ranked from smallest to largest, and each rank-𝑖 p-

value is compared against a progressively stricter 
adjusted threshold, as defined in Eq. (29) [52]: 

𝑝(𝑖)
Holm = min [1, max

𝑗≤𝑖
{(𝑚 − 𝑗 + 1)𝑝(𝑗)}] (29) 

A comparison remains significant only if its Holm-
adjusted p-value stays below 0.05. Table 8 
summarizes the results. All three Holm-adjusted p-
values remain far below 0.05, so the null hypothesis of 
no difference between DLSC and DLSC+GTC is 
rejected for every engine, confirming that GTC's benefit 
is not confined to the best-performing engine. The 
magnitude, however, differs substantially: PaddleOCR 
shows the largest effect size (67.53% relative error 
reduction), EasyOCR a comparable direction of benefit 
(48.85%), while Tesseract, despite reaching 
significance, shows a comparatively small reduction 
(4.74%), consistent with its weaker raw baseline 
limiting the pool of brand–generic errors GTC can 
resolve. Statistical significance in the Tesseract case 

should accordingly be interpreted alongside its 
substantially lower absolute accuracy (47.19%) rather 
than as evidence of practically meaningful 
performance, since a statistically significant result does 
not by itself imply the improvement is large enough to 
matter in practice. 

These results should be interpreted within the scope 
of the evaluated testing set: the bootstrap and 
McNemar procedures assume image-level 
independence, and generalization beyond the present 
packaging distribution, imaging conditions, and drug 
population has not been separately validated. 

 
G. Label-Level Accuracy and Correction Analysis 

To examine correction behavior beyond the aggregate 
metrics in Sections IV.C–IV.F, Table 9 traces 
representative cases through the PaddleOCR + DLSC 
+ GTC pipeline, from raw OCR output to final 
prediction. These cases reveal two correction 
behaviors. In most instances, DLSC alone recovers the 
correct label from a single misread token, with GTC 
only confirming the prediction. In a smaller subset, the 
generic token is recognized with little error while the co-
occurring brand token contains typographical errors; 
since DLSC ranks candidates purely by similarity 
score, the cleanly recognized generic term outranks the 
imperfectly matched brand term. GTC then traverses 
the brand–generic graph to identify the valid brand 
candidate and overrides this generic-biased prediction, 
showing that its contribution concentrates where OCR 
quality asymmetry between a brand and its generic 
counterpart would otherwise cause DLSC to select the 
wrong entity despite a valid relational counterpart being 
present in the same image. 

Fig. 9 extends this analysis to the class level. Per-
class accuracy for ten representative test classes 
spanning the observed accuracy range is reported with 
95% Wilson confidence intervals in Fig. 9 (a), since the 
standard normal approximation is unreliable at small 
sample sizes. Two classes with larger support 
(Acetazolamide, 17/17; Amikacin, 12/12) achieve 
100% accuracy with comparatively tight intervals, while 
classes with minimal support exhibit substantially wider 
uncertainty: Apolar (1/2, 50%) spans a Wilson interval 
of roughly 9–91%, and Hi-D (0/3) and Nutrimax Cmax 
(0/2) show zero observed accuracy without their 
intervals excluding non-trivial success rates. This 
indicates that point estimates alone are insufficient to 
characterize small-sample classes, motivating the 
interval-based reporting adopted here rather than 
relying on raw accuracy figures as in the earlier version 
of this analysis. 

This sensitivity to sample size is systemic rather 
than isolated to the examples above. Fig. 9 (b) reports 
the full distribution of class sample sizes across the 
dataset: the majority of classes are supported by very 
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few images, with 970 of 2,926 training classes (33.2%) 
and 255 of 752 testing classes (33.9%) containing only 
a single image, and a further 1,728 training and 450 
testing classes falling in the 2–5 image range. 
Consequently, 705 of 752 testing classes (93.75%) are 
supported by five or fewer images, meaning that per-
class accuracy for most drug classes can shift by 20–
50 percentage points from a single prediction changing 
outcome. This underscores why class-level rankings 
based on raw accuracy alone, as previously reported, 
should be interpreted cautiously rather than as a stable 
measure of per-drug reliability. 

Given this instability at the class level, aggregate 
accuracy metrics warrant closer scrutiny as to whether 
they are driven disproportionately by high-support 
classes. Fig. 9 (c) compares overall accuracy, in which 
each image contributes equally, against macro-
averaged class accuracy, in which each class 
contributes equally regardless of support, both with 
95% bootstrap confidence intervals (10,000 image-
level resamples for overall; 4,000 class-level resamples 
for macro, seed = 42). On the testing set, overall 
accuracy reaches 96.69% [95.90%, 97.48%] and 
macro class accuracy reaches 96.78% [95.74%, 

Table 9. Representative examples of drug-name recognition showing raw OCR outputs, ground-truth 

labels, DLSC predictions, similarity scores, and final GTC-corrected predictions. 

OCR Raw True Label 
Predicted 

DLSC Sim. Score GTC 

[“RANITIDIN”] Ranitidine Ranitidine 0.978 Ranitidine 

[“Doxezosin”] Doxazosin Doxazosin 0.889 Doxazosin 

[“Dolutenravir”] Dolutegravir Dolutegravir 0.917 Dolutegravir 

[“OCOR”, “Simvastatin”] Zocor Simvastatin 1.00 Zocor 

[“Dulcelax”, “Bisacodyl”] Dulcolax Bisacodyl 1.00 Dulcolax 

[“ROSUPI”, “Rosuvastatin”] Rosupid Rosuvastatin 1.00 Rosupid 

 

 

Fig. 9. Class-level recognition performance and residual error analysis: (a) per-class accuracy with 95% 
Wilson confidence intervals, (b) class sample-size distribution, (c) overall versus macro-averaged 
accuracy with confidence intervals, and (d) visual categorization of recognition errors. 
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97.74%], closely matching training values of 96.13% 
[95.69%, 96.55%] and 95.86% [95.24%, 96.40%] 
respectively. The close agreement between overall and 
macro accuracy indicates that performance remains 
high even when small classes are weighted equally 
with larger ones, though this aggregate closeness does 
not preclude individual low-support classes from 
showing poor accuracy, as seen in Fig. 9 (a). 

Beyond sample-size effects, the visual factors 
underlying incorrect predictions were manually audited 
across all 294 training and 63 testing errors, 
summarized in Fig. 9 (d). Each misclassified image was 
visually inspected and assigned to the single most 
likely contributing factor. Typography-related issues 
are the most frequent (37.1% training, 28.6% testing), 
followed closely by curvature or folds on cylindrical 
packaging (12.2%/20.6%) and suspected detection 
failure, where no OCR bounding box was produced 
(15.6%/15.9%). A substantial share of errors 
(47.3%/44.4%) could not be attributed to a clear visual 
factor and are categorized as "Other/unclear." Because 
categories are not mutually exclusive, these 
proportions should be read as descriptive rather than a 
formal causal attribution. 

Taken together, these class-level and visual 
findings indicate that the residual errors remaining after 
DLSC and GTC correction are not attributable to a 
single dominant failure mode. Rather, they arise from 
the interaction of limited per-class sample support, 
which inflates the apparent variability of class-level 
accuracy, and genuine packaging-level visual 
degradation that constrains what the upstream OCR 
stage can extract before any correction mechanism is 
applied.  

V. Discussion 

A. Interpretation of Main Findings 

The substantially larger accuracy gain from DLSC (up 
to +41.64 points) compared with GTC (up to +6.89 
points) reflects their differing scope: DLSC corrects the 
broad class of character-level OCR errors dominating 
misclassifications across all engines, while GTC 
targets a narrower, structurally specific error, brand–
generic co-occurrence ambiguity, arising only when 
both tokens are correctly extracted but assigned to the 
wrong entity. The baseline comparison in Section IV.D 
reinforces that this gain is specific to DLSC's explicit 
transposition modeling rather than dictionary-based 
correction in general: three baselines lacking 
transposition handling converge to a similar, lower 
accuracy ceiling, while the only baseline approaching 
DLSC's accuracy (Fuzzy Matching) does so at 
substantially higher latency. The statistical analysis in 
Section IV.F further confirms that GTC's contribution is 
systematic rather than incidental: all three engines 
show a statistically significant improvement after Holm 
correction, with the ablation results in Section IV.E 

showing that this improvement is not attributable to any 
single design choice but to the combined effect of 
several constraints, reverse traversal and tie-breaking 
contributing most substantially, while the position and 
candidate-size constraints function primarily as 
computational safeguards. 

The disparity in DLSC's effectiveness across 
engines (+41.64 points for PaddleOCR versus +17.97 
points for Tesseract on the testing set) further indicates 
that post-OCR correction is not a substitute for 
adequate detection quality; rather, DLSC's dictionary-
lookup correction can only recover a label when the 
underlying character sequence retains sufficient 
similarity to it. This dependency implies that the choice 
of base OCR engine remains a first-order determinant 
of overall pipeline accuracy, with post-processing 
serving to amplify rather than replace a reasonably 
capable detector.  

The end-to-end latency results in Table 5 further 
clarify where computational cost in the full pipeline 
originates. For the best-performing configuration, 
PaddleOCR + DLSC + GTC, total latency is dominated 
by OCR inference itself (2,356–2,306 ms on CPU 
versus 311–285 ms on GPU) rather than by DLSC 
(262–341 ms) or GTC (0.06 ms), confirming that GPU 
acceleration of the OCR stage, not optimization of the 
post-processing cascade, is the primary lever for 
reducing deployment latency. This effect is most 
pronounced for EasyOCR, whose CPU inference time 
(59,143–49,953 ms) is roughly 37 times its GPU 
counterpart (1,276–1,198 ms), while Tesseract, which 
lacks GPU support entirely, instead derives its 
comparatively low total latency (1,894–2,026 ms) from 
a lightweight CPU-only backbone rather than from any 
advantage in detection quality. Within this cost 
structure, GTC's near-zero overhead (0.05–0.06 ms 
across all engines) confirms that brand–generic 
disambiguation adds negligible cost regardless of 
deployment hardware, in contrast to the post-
processing-only latency reported earlier for 
DLSC+GTC alone, which reflects the correction stages 
in isolation and should not be read as representative of 
total deployment latency. 

B. Comparison with Previous Studies 

Table 10 situates these results against prior drug-label 
OCR studies that report quantitative outcomes. At 
9,500 images spanning 3,678 brand labels, the present 
dataset is substantially larger than [6]  (18 test 
conditions), [9] (311 documents), [10] (4,000 
prescriptions), and [12]  (1,000 receipts), and is the only 
one evaluated under a brand-label-level train/test split 
rather than purely in-domain testing; [7] 's ADL dataset 
(6,491 images) is closer in scale but reports neither a 
comparable split nor an accuracy figure. Direct 
accuracy comparison is further limited by differing task 
definitions: [6]  reports field-matching success on six 
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known drug names under controlled lighting, and [12]  
reports character- and field-level accuracy on receipt 
layouts rather than full drug-name identification, so 
their 83.78% and 96.5–97.1% figures are not 
measuring the same task as this study's 96.69%. 

Among studies reporting comparable WER/CER, 
the proposed framework (3.44% WER, 3.76% CER) 
outperforms the YOLOv8+CRNN-gMLP pipeline in [7]  
(23.7%/21.6%) and the RoBERTa-based post-
correction in [9]  (13.67–18.62%/12.48–17.17%), both 
of which lack an explicit brand–generic disambiguation 
mechanism. The Vietnamese prescription system in 
[10]  reports lower error rates still (2.0%/2.0%), but on 
a narrower, single-language extraction task with 
substantially less brand–generic co-occurrence than 
Indonesian pharmaceutical packaging. Given these 
differences in dataset composition, task scope, and 
metric definition, the comparison is indicative of relative 
standing rather than a controlled benchmark conducted 
under matched experimental conditions. 

C. Limitations and Implications 

Despite the overall accuracy improvement achieved by 
the proposed framework, several limitations should be 
acknowledged. First, DLSC's similarity-only matching 
can, in isolated cases, select an unrelated dictionary 
entry when a substring coincidentally achieves a high 
similarity score, as illustrated in Table 9; this indicates 
that character-level correction alone cannot always 
guarantee correct candidate selection prior to graph 
verification, underscoring the complementary role GTC 
plays in the pipeline. Second, all three OCR engines 
were evaluated using their publicly released pretrained 
weights without domain-specific fine-tuning on drug 
packaging images, which may not reflect the highest 

achievable recognition accuracy for this domain. Third, 
because the dataset was assembled via keyword-
driven web search rather than field photography, it 
likely skews toward products with higher online visibility 
and toward favorable studio-style imaging conditions, 

which may not fully represent the degraded lighting, 
handling, and packaging diversity typical of real 
dispensing environments or other regional markets. 
Fourth, GTC's similarity thresholds were determined 
empirically from observed candidate-matching 
behavior rather than exhaustively tuned; the sensitivity 
analysis in Section IV.E indicates the chosen 
configuration lies near a locally optimal region rather 
than at an arbitrary point, though this does not preclude 
a more optimal configuration outside the explored 
parameter range. Finally, the visual error audit 
presented in Section IV.G was conducted as a single-
reviewer, provisional assessment rather than an 
independently validated, blinded annotation process; 
the reported error-factor proportions should 
accordingly be treated as exploratory characterization 
rather than confirmatory evidence of causal failure 
sources. 

The framework's reliance on lightweight, rule-based 
correction stages, rather than large language models, 
positions it as a feasible decision-support candidate for 
resource-constrained healthcare facilities where 
computational infrastructure and internet connectivity 
may be limited, particularly given that GTC itself adds 
negligible latency regardless of hardware 
configuration. The demonstrated separation between 
DLSC-correctable and GTC-correctable error types, 
supported by the component-level ablation in Section 
IV.E, also suggests that future development effort is 

Table 10. Comparative evaluation of the proposed framework and existing drug-label OCR studies in terms 
of dataset characteristics, computational requirements, validation strategies, recognition accuracy, WER, 
and CER. 

Study Dataset 
Sample 

Size 

Computational 
Requirement 

Validation 
Setting 

Acc 
(%) 

WER 
(%) 

CER 
(%) 

[6] 
Internal drug 
packaging 

18 test 
conditions 

PC + webcam; 
hardware NR 

Three lighting 
levels: 5, 35, 

182 lux 
83.78 - - 

[7] ADL dataset 6,491 N/A Train / test - 23.7 21.6 

[9] 
NHS reports + 
MiBio pages 

100 + 211 Hardware NR 
Before/after 

OCR correction 
- 

13.67 / 
18.62 

12.48 / 
17.17 

[10] 
Vietnamese 
prescription 

4,000 
Core i7-1165G7; 

16 GB RAM 
Train / 

 validation / test 
91.27 2.0 2.0 

[12] 
ICDAR SROIE 

+ SynthText  
1,000 Hardware NR 

600 train-val / 
400 test 

96.5 / 
97.1 

- - 

This 
Study 

Indonesian drug 
packaging 

9,500 
RTX 4090 GPU 

and CPU 
Brand-label-

level 80:20 split 
96.69 3.44 3.76 
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best allocated toward refining candidate-selection 
criteria in DLSC and extending domain-specific fine-
tuning of the underlying OCR engines, rather than 
redesigning the graph traversal mechanism itself. More 
broadly, the substantial gains in OCR-based drug-
name recognition accuracy achieved by this framework 
indicate potential value as a decision-support or 
verification aid within pharmacy dispensing workflows 
or mobile applications. However, these results reflect 
recognition performance on static packaging images 
rather than demonstrated reductions in real-world 
medication errors; prospective evaluation in actual 
dispensing settings is needed before claims regarding 
look-alike, sound-alike (LASA) error mitigation or 
medication-safety effectiveness can be substantiated. 

VI. Conclusion 
This study proposed a graph-assisted post-OCR 

framework combining Damerau-Levenshtein Spelling 

Correction (DLSC) and Graph Traversal Correction 

(GTC), confirming that both can be cascaded to 

outperform either stage alone without relying on large 

language models or learned graph embeddings, thereby 

resolving character-level OCR errors and brand–generic 

naming ambiguity in pharmaceutical packaging 

recognition. PaddleOCR + DLSC + GTC achieved the 

best performance, raising accuracy from 50.94% (Raw 

OCR) to 96.13%/96.69% (training/testing), with WER at 

3.82%/3.44%, CER at 3.64%/3.76%, and GTC adding 

only 0.05–0.06 ms beyond DLSC. DLSC’s gain stems 

from explicit transposition modeling rather than generic 

dictionary correction, while GTC’s improvement over 

DLSC is statistically significant across all three engines, 

driven mainly by reverse traversal and tie-breaking, with 

correction concentrated where DLSC favors a generic 

name despite a valid co-occurring brand candidate. The 

principal contribution lies in this lightweight DLSC+GTC 

cascade, which, to the best of our knowledge, is among 

the few frameworks to jointly address character-level 

correction and relational brand–generic disambiguation 

without training, thereby offering a practical decision-

support candidate for resource-constrained healthcare 

settings; residual errors stem from limited per-class 

sample support and packaging-level visual degradation 

rather than a single failure mode. Future work may 

expand the brand–generic reference graph, validate the 

framework in real dispensing settings, and explore 

cross-engine complementarity across broader 

packaging conditions.  
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