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Abstract Acute ischemic stroke must be treated within a few hours, and the first scan is usually a non-
contrast CT (NCCT), on which an early infarct is often hard to see. Automatic segmentation could help 
readers, and multi-scale convolution is a common proposal for it. This study measured how much such a 
block improves U-Net on this task, and what it costs. Every convolutional block of U-Net, in the encoder 
and the decoder, was replaced by a block with three parallel branches using 1×1, 3×3 and 5×5 kernels. Both 
networks were trained on the public Acute Ischemic Stroke Dataset, on 375 studies with supratentorial 
infarcts. The data were divided by study, the scans of the dataset’s own test split were kept for testing, and 
augmentation was applied to the training subset alone. Four configurations were compared: each 
architecture with and without augmentation. On the 51 test patients the Multi-scale U-Net did not improve 
overlap. Its Dice score was 0.6372 against 0.6632 for U-Net with augmentation, and the paired difference 
per patient was 0.0233 in favour of U-Net (95 % CI −0.060 to 0.013, p = 0.19). What the block changed was 
the balance between the two kinds of error: sensitivity rose by 0.060 (p = 0.002) and precision fell by 0.100 
(p < 0.001). Augmentation helped both networks (+0.106 and +0.048 Dice per patient, p < 0.001), mainly by 
cutting false-positive lesions from 15.5 to 5.6 per patient. The multi-scale block costs 2.31 times the 
parameters and 3.37 times the inference time. An ablation over the target definition favoured the dataset 
authors' labels: adding the label for infarct invisible on NCCT cost 0.040 Dice and tripled false-positive 
lesions. Both networks segment small infarcts poorly, with Dice below 0.16 under 100 pixels, which remains 
the main obstacle. 
 
Keywords Acute Ischemic Stroke, Non-contrast CT-scan, Augmentation, U-Net, Multi-scale Convolution. 
 
I. Introduction       
Stroke is the second leading cause of death worldwide 
[1], [2], and its incidence, mortality and disability burden 
all rose between 1990 and 2021 [3], [4]. In Indonesia 
the recorded prevalence was 10.9 per 1,000 population 
in 2018 and 8.3 per 1,000 in 2023 [5], [6]; the decline 
may reflect improved primary prevention as much as a 
change in case detection, and 67 per cent of the 
national total is recorded as acute ischemic stroke 
(AIS) [7]. Because the interruption of cerebral blood 
flow destroys neurons within minutes, treatment must 
begin inside a narrow therapeutic window during which 
thrombolysis is most effective [8], [9]. Assessment 
begins at the bedside with the National Institutes of 
Health Stroke Scale, a check of vital signs and a short 
laboratory panel that excludes mimics such as 
hypoglycaemia [10]; symptoms vary widely between 
patients, however, and mild or atypical deficits delay 
recognition and introduce disagreement between 
clinicians [11]. 

Imaging then begins with non-contrast CT (NCCT), 
which is fast and excludes haemorrhage before 

thrombolysis, although it is less sensitive to early 
ischemia than diffusion-weighted MRI and carries none 
of the contrast-related risk of CT perfusion [12], [13]. 
These properties keep NCCT as the routine first-line 
modality for AIS [14], [15]. During the first hours after 
onset, however, the scan often looks unremarkable, 
because the density shift produced by a fresh infarct is 
too slight to be seen reliably [16], which leaves 
interpretation dependent on the reader’s experience 
and open to disagreement between observers [17]. In 
Indonesia the difficulty is compounded by the 
distribution of neurological expertise: most neuro-
intervention facilities and specialists are concentrated 
on Java, and the neurologist-to-population ratio is 
approximately 1:108,000 [7]. Automated support for 
reading subtle NCCT findings within the therapeutic 
window is therefore of practical value [18]. 

Deep learning (DL) has emerged as a practical 
response to this gap, sharpening what can be read 
from NCCT and flagging infarct signs that a human 
reader may pass over [19], [20], [21]. Classical learners 
such as SVM, Random Forest, and KNN handle the 
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complex spatial structure of medical images poorly 
[22]. Convolutional Neural Networks (CNN) displaced 
them, and within that family the U-Net has become the 
standard choice for segmentation, because its skip 
connections carry forward the spatial detail that pooling 
discards and so allow boundaries to be traced 
accurately even when labelled examples are scarce 
[23], [24], [25]. 

However, U-Net's performance deteriorates when 
lesion size varies substantially, a limitation that is 
particularly relevant for AIS infarcts, which can range 
from small lacunar lesions to large territorial infarcts. 
Several distinct families of remedy have been 
proposed, and they should be distinguished carefully 
because they enlarge or exploit the receptive field in 
different ways. Dilated (atrous) convolution widens the 
receptive field by inserting gaps between sampled 
positions, keeping the parameter count of a single 
kernel but sampling the input sparsely, which can 
produce gridding artefacts on small low-contrast 
targets [26]. Attention mechanisms such as Attention 
U-Net leave the receptive field unchanged and instead 
reweight skip-connection features so that irrelevant 
background is suppressed [27]. Nested and densely 
connected variants such as U-Net++ rework the skip 
pathway itself to reduce the semantic gap between 
encoder and decoder [28]. Symmetry-aware designs 
exploit an anatomical prior specific to the brain, 
comparing a slice with its mirror image across the 
midline to expose subtle unilateral hypoattenuation 
[29]. Transformer-based segmentation networks, 
including TransUNet and Swin-UNet, replace or 
supplement convolution with self-attention to model 
long-range dependencies, at the cost of substantially 
larger data and compute requirements [30], [31]. 

Parallel multi-kernel convolution, the approach 
adopted here, differs from all of these: within a single 
block it applies kernels of several sizes densely to the 
same input and concatenates the responses, so that 
features at several receptive-field sizes are available to 
the next layer simultaneously. This design descends 
from the Inception block [32] and has been transferred 
to segmentation in histopathology [33] and in 
ultrasound and dermoscopy imaging [34], [35]. 

Among these, the variants most closely related to 
the present work are MSU-Net [34], MUNet [35] and the 
multi-scale U-Net of Li et al. [36]. MSU-Net fuses 
convolutions of different kernel size within a residual 
block; MUNet builds a multi-scale pyramid by operating 
on several downsampled copies of the input; Li et al. 
combine multi-scale processing with dilated 
convolution and evaluate it on acute ischemic stroke 
NCCT from 30 patients. The architecture examined 
here differs in three specific respects, and this study 
claims no more than that: (i) every convolutional block 
of both encoder and decoder is replaced, so multi-scale 
filtering is applied at all five resolution levels rather than 

at selected stages; (ii) the wider branches are preceded 
by a 1×1 bottleneck that fixes the channel count 
entering the 3×3 and 5×5 convolutions, which is what 
keeps the 5×5 branch affordable; and (iii) the block 
uses dense kernels only, with no dilation, so the 
receptive field is enlarged without sparse sampling of 
the input. The contribution is therefore not the invention 
of multi-scale convolution, which is well established, 
but a controlled comparison of this particular dense 
parallel-kernel configuration against a matched U-Net 
baseline, with the effect of the architecture separated 
experimentally from the effect of augmentation. 

Three things are consequently missing from the 
literature on this problem. Dense parallel multi-kernel 
convolution has been evaluated on acute ischemic 
stroke NCCT on a single small single-centre collection 
[36], so its behaviour on a public dataset of several 
hundred patients is not established. In that evaluation 
the parallel kernels were combined with dilated 
convolution and with data augmentation, so the 
contribution of the parallel kernels themselves was not 
isolated from the rest. And the computational cost of 
the additional branches is rarely reported alongside the 
accuracy, although it is what decides whether the 
design is usable in the setting that motivates it, namely 
a service with few readers and a short time window. 
This study addresses the three points together. 

The objective of this study is therefore to determine 
how much of the segmentation performance attainable 
on acute ischemic stroke NCCT is attributable to dense 
parallel multi-kernel convolution, measured against a 
matched U-Net baseline under identical conditions, and 
at what computational cost. Every standard 
convolutional block of U-Net, in the encoder and the 
decoder alike, is replaced by a three-branch block 
carrying 1×1, 3×3 and 5×5 kernels without dilation, and 
the two networks are trained and evaluated on the 
publicly available Acute Ischemic Stroke Dataset 
(AISD), a secondary source providing a substantially 
larger and independently collected sample. 
Segmentation is confined to infarcts of the 
supratentorial territory, meaning the cerebral 
hemispheres perfused by the anterior (ACA), middle 
(MCA) and posterior cerebral arteries (PCA), rather 
than the infratentorial compartment formed by the 
brainstem and cerebellum, whose appearance on 
NCCT differs and whose proximity to bone introduces 
additional artefact. 

Three contributions follow from this work: 1) the 
adaptation of a Multi-scale U-Net architecture using 
dense parallel multi-kernel convolution blocks, without 
dilation, for automatic AIS infarct segmentation on 
NCCT, an application that remains relatively 
underexplored compared with its use in other medical 
imaging modalities; 2) a 2×2 comparison between U-
Net and the proposed Multi-scale U-Net under both 
non-augmented and augmented data conditions, which 
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separates the contribution of the architecture from that 
of augmentation and reports the computational cost of 
each architecture exactly; and 3) an explicit account of 
what the resulting numbers do and do not establish, 
including the partitioning limitation set out in Section 
II.B, which determines how the absolute values should 
be read and what must be done before they can be 
described as evidence of generalization. 

Section II sets out the dataset and the proposed 
Multi-scale U-Net. Section III reports the experiments 
and the comparison against the baseline. Section IV 
weighs the findings together with the limitations of the 
work, and Section V closes the paper. 

 
II. Method 

Work proceeded in three stages: assembling the NCCT 
data, preparing those images, then training and testing 
the Multi-scale U-Net on them. The intervention studied 
here is deliberately narrow, in that the standard 
convolutional block of U-Net is exchanged for a parallel 

multi-scale block and the two architectures are then 
compared directly. Preprocessing steps, including 
resizing, augmentation, and normalization, were 
applied prior to training, and U-Net and the proposed 
Multi-scale U-Net were each evaluated under both non-
augmented and augmented data conditions to assess 
their relative segmentation performance. It is 
hypothesized that the incorporation of parallel multi-
scale convolution improves the model's sensitivity to 
infarct lesions of varying sizes and shapes, especially 
the small or irregularly shaped ones that U-Net tends 
to miss, and that augmentation compensates further for 
the modest size of the available dataset. The full 
procedure is traced in Fig. 1. 

A. Data Collection 
The images used here are secondary data drawn from 
the Acute Ischemic Stroke Dataset (AISD), released 
publicly through a GitHub repository maintained by 
Chang Gung University [29]. It holds 397 non-contrast 
computed tomography (NCCT) studies, each acquired 
at Linkou Chang Gung Memorial Hospital in Taiwan 
from a patient presenting with acute ischemic stroke, 
and each recorded no more than 24 hours after 
symptoms began. An experienced physician traced the 
infarct on every scan by hand, taking the corresponding 
diffusion-weighted magnetic resonance imaging (DWI-
MRI) study as the reference; the labels were then 
double-reviewed by a senior doctor, and the slice 
thickness of the NCCT acquisitions is 5 mm. The 
annotations were projected onto the corresponding 
NCCT images using ImageJ software. The dataset is 
distributed for non-commercial academic research 
through the repository of Liang et al. [29]; it was used 
here under those terms, and the permanent citation for 
the dataset is reference [29]. All statements regarding 

ethical approval and participant consent refer to the 
original collection as documented by those authors and 
are reproduced in the Declarations section without 
independent verification by the present authors. 

Only scans whose infarct lay in the supratentorial 
region were retained, as shown in Fig. 2, covering the 
ACA, MCA, and PCA territories. The supratentorial 
region was selected because it contains a larger 
proportion of brain parenchyma and is subject to less 
interference from skull bone structures than the 
infratentorial region. Subsequently, each NCCT image 
was matched with its corresponding segmentation 
mask to exclude images without ground truth 
annotations. The final dataset comprised 375 patient 

 
Fig. 1. Overall workflow of the proposed acute ischemic stroke infarct segmentation framework, including 
NCCT data acquisition, preprocessing, patient-level partitioning, model training, and performance 
evaluation. The four labelled stages of the diagram are study scope, data preparation, modelling and 
evaluation. 
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folders, containing paired 3,144 NCCT images and 
corresponding masks, with an image resolution of 512 
× 512 pixels. 

The composition of the subset used here should be 
stated precisely, because the released dataset and the 
subset differ. The annotation folder of the release holds 
3,757 masks distributed over 384 studies, while the 
supratentorial image subset assembled for this work 
holds 3,150 slices over 375 studies; the difference 
reflects the restriction to supratentorial infarcts 
described above. Pairing each image with its mask and 
discarding images without a corresponding annotation 
removed a further six slices, leaving 3,144 paired 
image-mask slices from 375 studies, which is the set 
partitioned in Section II.C. 

The definition of the segmentation target requires a 
statement of its own, because the AISD masks are not 
binary. The released annotations carry five labels: 
remote infarct (1), clear acute infarct (2), blurred acute 
infarct (3), invisible acute infarct (4) and infarct (5). The 
dataset authors specify that the infarct lesion consists 
of labels 1, 2, 3 and 5, while label 4 marks acute infarct 
that the annotator identified on the reference DWI-MRI 
but judged invisible on the NCCT itself. The target used 
here follows that specification: the masks were 
binarised over labels 1, 2, 3 and 5, and label 4 was 
excluded, so the networks are not asked to reproduce 
annotated area that carries no visible signal on the 
input image. Across the 3,144 paired slices the 
annotated area divides as follows: clear acute infarct 
51.6 per cent, blurred acute infarct 27.1 per cent, 
invisible acute infarct 9.1 per cent, remote infarct 7.7 
per cent and infarct 4.6 per cent, with label 4 appearing 
in 436 of the 3,144 slices. One property of the 
annotation scheme should also be stated: because 
label 1 denotes remote rather than acute infarct, the 
target includes established infarcts alongside acute 
ones, so the model localises infarcted tissue without 
distinguishing acute from chronic hypoattenuation; 
remote infarct accounts for 7.7 per cent of the 
annotated area and appears in 688 of the 3,144 slices. 
An ablation over target definitions, comparing this 
target with the addition of label 4 and with a restriction 
to the two acute labels, is reported in Section III.D and 
Table 6. 

The AISD studies are distributed as NCCT volumes 
in Hounsfield Units (HU) together with the 
corresponding masks. Before the experiments reported 
here, each axial slice was converted to an 8-bit 
grayscale image (512×512, uint8) using a fixed narrow 
brain window applied identically to every slice, with 
densities outside the window clipped. The intensity 
distribution of the converted images is consistent with 
that procedure and with a window close to the 
conventional brain setting of level 40 HU and width 80 
HU: across a random sample of the converted slices 
the modal parenchymal intensity is stable at 117 

(interquartile range 112–119), which under that 
mapping corresponds to roughly 37 HU, while 8.6 per 
cent of pixels are saturated at 255, as expected for 
bone, and 59.5 per cent sit at 0, corresponding to air 
outside the head. The stability of the parenchymal 
mode across slices excludes per-slice minimum-
maximum rescaling, under which that mode would vary 
from slice to slice. The exact window parameters 
cannot be recovered from 8-bit data alone and are 
reported here as the setting used during conversion. A 
narrow brain window is the one used routinely for visual 
assessment of early ischemic change, and it 
deliberately allocates the full 8-bit range to the narrow 
density interval that separates infarcted from normal 
parenchyma, so the small hypoattenuation of an acute 
infarct, typically a few HU, is preserved and in fact 
amplified relative to a wider window. The conversion is 
nevertheless lossy in two respects that should be 
stated plainly. Densities outside the window, including 
bone, calcification and haemorrhage, are saturated and 
cannot be recovered; and the quantitative HU scale is 
not available to the network, so absolute attenuation 
cannot be used as a feature. The normalization 

described in Eq. (4), division by 255, therefore acts on 
windowed 8-bit intensities rather than on raw HU, and 
is a rescaling step rather than an intensity 
standardisation. Training directly on windowed HU 
data, or supplying several windows as separate input 
channels, is a plausible extension and is noted among 
the limitations. 

The conversion is a windowing operation followed 
by an 8-bit quantisation, written out in Eq. (1) [14], 

NCCT 

   

DWI 

   

 (a) (b) (c) 

Fig. 2. Representative non-contrast CT images 
from the Acute Ischemic Stroke Dataset (AISD), 
illustrating supratentorial infarct regions [29]. 
Columns (i), (ii) and (iii) are three different studies; 
the upper row is the NCCT slice used as the 
network input and the lower row the corresponding 
DWI-MRI of the same study. The hyperintense 
region on each DWI image is the infarct from which 
the reference annotation was traced, here in the 
middle cerebral artery territory. No colour overlay 
or marking is applied to either row. 
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𝐼8(𝑥, 𝑦)  =  round (255 ⋅  clip (
𝐻(𝑥,𝑦) − 𝐿 + 𝑊/2

𝑊
, 0, 1)) (1) 

where 𝐼8(𝑥, 𝑦) is the 8-bit intensity written to the PNG 

file, 𝐻(𝑥, 𝑦) the Hounsfield value of that pixel, 𝐿 the 

window level (40 HU) and 𝑊 the window width (80 HU); 

clip (⋅, 0, 1) bounds its argument to the unit interval, so 

densities below 𝐿 −  𝑊/2 saturate at 0 and densities 

above 𝐿 +  𝑊/2saturate at 255, and round (⋅) is 

rounding to the nearest integer. 
B. Data Preprocessing       
Three operations were applied in sequence: resizing, 
augmentation and normalization, after which the 
resulting set of images was partitioned. The order of 
these steps is stated explicitly here and discussed in 
Section II.C, because it governs how the reported 
values should be interpreted. Every image was first 
brought to 256×256 so that its dimensions matched 
what the U-Net expects at input. Fixing the geometry in 
this way lets training and testing proceed on tensors of 
identical shape. Augmentation was then carried out 
with the aim of increasing data variation, using a mild 
affine transformation applied twice with independently 
drawn random parameters, so that each original image 
produced two new, different images. The affine 
transformation used is shown in Eq. (2) [37], 

[
𝑥′
𝑦′

] = 𝐴 [
𝑥
𝑦] + 𝑏       (2) 

where 𝑥, 𝑦 are the pixel coordinates in the original 

image, 𝑥′, 𝑦′ are the pixel coordinates in the 

transformed image, and A is the linear transformation 
matrix (rotation, scaling, shearing). This can be further 
expressed in homogeneous form as shown in Eq. (3) 
[37],  

[
𝑥′
𝑦′
1

] = [

𝑎11 𝑎12 𝑡𝑥

𝑎21 𝑎22 𝑡𝑦

0 0 −1
] [

𝑥
𝑦
1

]     (3) 

where b is the translation vector, a represents the linear 
transformation coefficients, and 𝑡𝑥, 𝑡𝑦 denote the 

horizontal and vertical translation. Rotations were 

drawn at random from −8° to +8°, scaling from 0.97 to 
1.03×, and translation along both axes from ±5% of the 
frame, which is −12.8 to +12.8 pixels at 256×256. 
These transformations were applied at a small scale to 
preserve the anatomical structure of the images and 
avoid excessive distortion [37], [38]. 

The dataset used in the augmented condition was 
the union of the original images and all augmented 
images, three times the size of the original set, giving 
9,432 images with their corresponding masks. 
Intensities were then rescaled onto the interval 0 to 1, 
each pixel simply divided by 255, following Eq. (4), 

𝑥𝑛 =
𝑥𝑖

255
      (4) 

where 𝑥𝑛 is the normalized pixel value and 𝑥𝑖 is the 

original pixel intensity value, ranging from 0 to 255. This 
stage aims to reduce intensity variation between 
images and accelerate convergence during the model 
training process. By performing normalization, each 
pixel is brought to a comparable scale, so that lesion 
analysis and segmentation can be carried out in a more 
stable and consistent manner [39].  

With preprocessing complete, the images were 
partitioned by study. The 52 scans named in the 
predefined AISD test split were reserved for testing, of 
which 51 survive the supratentorial filter and contribute 
412 slices; the remaining studies were divided 70:20 
into training and validation with a fixed seed, giving 252 
studies and 2,080 slices for training and 72 studies and 
652 slices for validation. No study contributes slices to 
more than one subset, and the disjointness is asserted 
in code before training begins. Augmentation was then 
applied to the training subset alone, producing two 
transformed copies of each training slice and 6,240 
training images in the augmented condition; the 
validation and test subsets are never augmented. Both 
architectures and both data conditions use exactly this 
partition, so all four models are trained and evaluated 
on identical subsets. The complete preprocessing and 
partitioning procedure is stated as Algorithm 1, so that 

Algorithm 1. NCCT Image Preprocessing and Patient-Level Dataset Partitioning 
Input : NCCT volumes V_p and expert annotation masks M_p of the P = 397 AISD studies, p = 1..P 
Output: training set T, validation set V and test set S of (image, label) pairs, disjoint by patient 
 1: for each study p do 
 2:    discard p if its infarct lies outside the supratentorial region 
 3:    for each axial slice (x, m) of study p do 
 4:       I <- window(x) at level 40 HU and width 80 HU, then quantise to 8 bits       (Eq. (1)) 
 5:       I <- resize(I, 256 x 256) bilinear;  m <- resize(m, 256 x 256) nearest neighbour 
 6:       y <- 1 where m in {1, 2, 3, 5}, else 0           // lesion-label conversion, label 4 excluded 
 7:       append (I, y) to the slice list of study p 
 8: S <- the slices of the 52 studies named in the official AISD test split; 51 survive step 2 
 9: split the remaining studies 70:20 by study, never by slice                   -> T, V 
10: assert that T, V and S share no study                 // patient-level partition, checked in code 
11: for each (I, y) in T do          // augmentation is applied only here, after the partition, 
12:    repeat twice:                 // so that no transformed copy of a test slice can reach training 
13:       draw a random affine A (rotation, scaling, shear, translation)      (Eq. (2), Eq. (3)) 
14:       append (A(I), A(y)) to T 
15: divide every image in T, V and S by 255                                           (Eq. (4)) 
16: return T, V, S 
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it can be reproduced without reference to the prose 
above. 
C. Why the partition is made by study 
The unit of partition is the study rather than the slice, 
and augmentation follows the partition rather than 
preceding it. Both choices are deliberate, and the 
reason is worth stating because it governs what the 
reported values measure. 

Adjacent axial slices of one study share the 
scanner, the reconstruction kernel, the acquisition 
protocol and the patient anatomy, and neighbouring 
positions show almost the same infarct cross-section. 
If slices were allocated individually, a test slice would 
almost always have close relatives in the training 
subset, and the resulting figures would describe 
interpolation between slices of a known patient rather 
than generalization to an unknown one. This is a well-
documented source of optimistic bias in medical 
imaging studies [40]. Augmenting before partitioning 
has the same effect by a second route, because the 
transformations used here are mild, within ±8° of 
rotation, 0.97 to 1.03 in scale and ±5 per cent in 
translation, so a transformed copy of a test image is 
visually close to the original. 

Using the test split distributed with the dataset adds 
a second property that a partition chosen by the 
authors of a study cannot have: the test studies are 
fixed by the authors of the dataset, and they are the 
same studies on which other work on AISD reports [29]. 
The values in Section III are therefore estimates of 
performance on patients the model has not seen, and 
they can be placed alongside published values with the 
qualifications set out in Section IV. The comparison 
between the two architectures is made under matched 
conditions in either case, since both are trained and 
evaluated on identical subsets, but only a partition by 
study licenses the absolute figures. 
D. U-Net 
U-Net was designed for biomedical segmentation and 
takes the form of a symmetric encoder-decoder joined 
by skip connections. Along the contracting path the 
encoder builds up spatial features level by level; along 
the expansive path the decoder restores resolution until 
the output mask matches the input pixel for pixel. Each 
encoder level is tied to its decoder counterpart, so 
semantic content from the deep layers arrives together 
with the fine spatial detail held in the shallow ones. That 
pairing is what keeps boundaries sharp, especially 
when working with limited medical imaging datasets 
[24], [41], [42]. 

Both networks are assembled from four primitive 
operations, which are stated here so that the blocks 
described below can be written compactly. A two-
dimensional convolution of an input feature map F with 
a kernel K is given in Eq. (5) [42], 

(𝐹 ∗  𝐾)(𝑖, 𝑗)  =  ∑ ∑ 𝐹(𝑖 +  𝑚, 𝑗 +  𝑛) ⋅  𝐾(𝑚, 𝑛)𝑛𝑚  +
 𝑏 (5) 

where b is the bias, (𝑖, 𝑗) indexes the output position, 

and m and n index the kernel support, which is 1×1, 
3×3 or 5×5 in this work; one such convolution is applied 
per output channel and the results are summed over 
the input channels. 

Every convolution except the final one is followed by 
batch normalization, Eq. (6) [39], which standardises 
the pre-activation values over the mini-batch and is 
what allows training to proceed stably at the small 
learning rate used here [39], 

BN(𝑧)  =  𝛾 ⋅  
𝑧 − 𝜇𝐵

√𝜎𝐵
2 + 𝜀

 +  𝛽   (6) 

where z is a pre-activation value, 𝜇𝐵 and 𝜎𝐵
2 the mean 

and variance of 𝑧 over the mini-batch, ε a small 

constant that prevents division by zero, and 𝛾 and 𝛽 the 

learned scale and shift. 
The activation is the rectified linear unit of Eq. (7) 

[22], 
ReLU(𝑧)  =  max(0, 𝑧)    (7) 

which introduces the non-linearity that lets successive 
convolutions represent more than a single affine map, 
and which leaves positive responses unchanged so 
that the weak hypoattenuation of an infarct is not 
compressed. 

Downsampling between encoder blocks is 2×2 max 
pooling, Eq. (8) [22], 

𝑃(𝑖, 𝑗)  =  max
0 ≤ 𝑚,𝑛 < 2

𝐹(2𝑖 +  𝑚, 2𝑗 +  𝑛)  (8) 

where 𝑃 is the pooled map and the maximum is taken 

over each non-overlapping 2×2 window, so both spatial 
dimensions are halved while the channel count is 
unchanged. 

 The encoder built here runs five blocks deep, with 
filter counts rising 32, 64, 128, 256, 512. Within a block, 
two 3×3 convolutions are applied one after the other, 
each trailed by batch normalization and a ReLU, as set 
out in Eq. (9) [42], 

𝐹𝑜𝑢𝑡 = ∑ (𝐵𝑁(𝑊2 ∗ ∑(𝐵𝑁(𝑊1 ∗ 𝐹𝑖𝑛 + 𝑏1)) + 𝑏2))     (9) 

with 𝐹𝑖𝑛 and 𝐹𝑜𝑢𝑡 denoting the input and output feature 

maps, 𝑊 is a 3×3 convolution, 𝐵𝑁 batch normalization, 

and ReLU the activation function. Between blocks a 
2×2 max pooling step halves the feature maps. The 
decoder reverses that path with four 2×2 transposed 
convolutions, concatenating the matching encoder 
map after each one through the skip connection, as set 
out in Eq. (10) [42], 

𝐷𝑖 = 𝑓([𝑈(𝐷(𝑖−1)) ‖𝐸𝑖])  (10) 

with 𝐷𝑖 and 𝐸𝑖 denoting the decoder and corresponding 

encoder feature maps, UpConv the transposed 
convolution, and Concat the channel-wise 
concatenation. A closing 1×1 convolution turns the last 
decoder output into the segmentation mask. 
That convolution returns a single channel, and a 
sigmoid maps each of its outputs to a probability, as 
shown in Eq. (11) [22], 

Ŷ(𝑖, 𝑗)  =  
1

1 + 𝑒−𝑧(𝑖,𝑗)   (11) 
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where 𝑧(𝑖, 𝑗) is the value produced by the final 1×1 

convolution at pixel (𝑖, 𝑗), and Ŷ(𝑖, 𝑗)  ∈ (0,1) is the 

predicted probability that the pixel belongs to an infarct. 
E. Multi-scale Convolution 

Multi-scale convolution has gained ground as a way 
of letting a network read spatial structure at several 
resolutions at once. In medical image segmentation, 
anatomical structures often appear with varying sizes, 
shapes, and thicknesses, making the use of a single 
convolutional kernel size often insufficient to optimally 
represent both local detail and global context [23]. This 
multi-scale concept was originally introduced in the 
Inception architecture, which employed several kernel 
sizes in parallel within a single block to produce richer 

feature representations. The use of 1×1 convolution as 
a bottleneck has also proven effective in reducing the 
number of channels, thereby enabling multi-scale 
operations to be performed with greater computational 
efficiency [36].  

The block used here carries three parallel paths. 
The first applies a single 1×1 convolution to the input. 
The second applies a 1×1 convolution followed by a 
3×3 convolution, and the third a 1×1 convolution 
followed by a 5×5 convolution; in both cases the 
leading 1×1 convolution acts as a bottleneck that fixes 
the channel count entering the wider kernel, which is 
what keeps the 5×5 branch affordable. Every 
convolution in the three branches is followed by batch 
normalization and a ReLU activation. The block is 
placed on the encoder and the decoder side alike, as 
illustrated in Fig. 3. After the three branches have 
processed the input independently, their outputs, each 
carrying C channels, are concatenated into a 3C-
channel representation. This combination is richer than 
that of a single convolution because it holds information 

from three receptive-field sizes at once: per-pixel 
intensity from the 1×1 path, local edge and contour 
structure from the 3×3 path, and broader regional 
context from the 5×5 path. The concatenated 
representation is then reduced back to C channels by 
a final 1×1 convolution, applied without batch 
normalization or activation, so that the block presents 
the same interface as the standard U-Net block it 
replaces [43], [32]. Padding is 1 for the 3×3 kernel and 
2 for the 5×5 kernel, so every branch preserves the 
spatial dimensions of its input. The block can be written 
out as follows. Let X be its input, C the number of output 
channels of each branch, and B₁, B₂ and B₃ the three 

branch outputs. The first branch is a single 1×1 

convolution, Eq. (12) [32], 

𝐵1  =  ReLU(BN(𝑊1×1  ∗  𝑋)) (12) 

where 𝑊1×1 is a 1×1 kernel; this branch mixes channels 

at a fixed spatial position and therefore preserves per-
pixel intensity information.The second and third 
branches place a wider kernel after a 1×1 bottleneck, 
Eq. (13) [32], 

𝐻𝑘  =  ReLU (BN(𝑊1×1
(𝑘)  ∗  𝑋))

𝐵𝑘  =  ReLU(BN(𝑊𝑘×𝑘  ∗  𝐻𝑘)),    𝑘 ∈  {3, 5}
 (13) 

where 𝐻𝑘 is the output of the bottleneck, the leading 

1×1 convolution fixes the channel count entering the 
wider kernel, and 𝑘 × 𝑘 is 3×3 for B₂ and 5×5 for B₃; 
padding is 1 and 2 respectively, so every branch 
returns a map of the same spatial size as 𝑋. The three 

branch outputs are then concatenated along the 
channel axis, Eq. (14) [32], 

𝑍 =  [𝐵1  ⊕ 𝐵2  ⊕ 𝐵3]  ∈  ℝ𝐻×𝑊×3𝐶  (14) 

where ⊕ denotes concatenation, so the three 

branches, each carrying C channels, give a 3C-channel 
representation that holds information from three 

 
Fig. 3. Architecture of the proposed multi-scale convolution block incorporating parallel 1×1, 3×3, and 5×5 
convolutional kernels, feature concatenation, and channel fusion. The input feature map carries Cᵢₙ 

channels at H×W.  
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receptive-field sizes at once and that representation is 
reduced back to C channels by a single 1×1 
convolution, Eq. (15) [43], 

𝑌 =  𝑊𝑚  ∗  𝑍 ∈  ℝ𝐻×𝑊×𝐶   (15) 

where 𝑊𝑚  is a 1×1 kernel applied without batch 

normalization or activation. The block output 𝑌 

therefore has the same shape as the input of the 
standard U-Net block it replaces, which is what allows 
the substitution to leave the rest of the network 
untouched. 
F. Multi-scale U-Net 
The two networks differ in one respect only, namely 
how many kernel sizes each convolutional block 
carries. Swapping the standard block for the multi-scale 
module shown in Fig. 4 leaves everything else 
untouched: five encoder-decoder levels, max pooling 
on the way down, transposed convolution on the way 
up. Because the kernels differ in size, padding was set 
so that feature maps keep their spatial dimensions 
through the block. The cost of that substitution can be 
stated in closed form. For a block with Cᵢₙ input 

channels and C output channels, the multi-scale 
module carries the parameter count of Eq. (16) [24], 

𝑁MS  =  37𝐶2  +  3𝐶 ⋅  𝐶in  +  16𝐶  (16) 

where the first term collects the 3×3, 5×5 and merging 
kernels (9𝐶2 + 25𝐶2 + 3𝐶2), the second the three 1×1 

convolutions that read the block input, and the third the 
six biases together with the five batch-normalization 
scale-and-shift pairs. Summed over the nine multi-
scale blocks, the four transposed convolutions and the 
1×1 output layer, this reproduces the 17,905,249 

parameters of Table 1 exactly, against 7,765,409 when 
the standard block is used instead, whose count is 
 9𝐶2  +  9𝐶 ⋅ 𝐶in  +  6𝐶 and the multiply-accumulate 

count of Eq. (17) [24], 
𝑀𝐴𝐶𝑠MS  =  𝐻 ⋅  𝑊 ⋅  𝐶 ⋅  (3𝐶in  +  37𝐶)  (17) 

where 𝐻 and 𝑊 are the spatial dimensions at that 

stage. Summed over the network this gives the 24.91 
GMACs per 256×256 slice; the corresponding 
expression for the standard block, 𝐻 ⋅  𝑊 ⋅  𝐶 ⋅
 (9𝐶in  +  9𝐶), gives 12.03 GMACs. The multi-scale 

network therefore carries 2.31 times the parameters of 
U-Net and costs 2.07 times as many operations, which 
is the price of the three-branch block. 
G. Training Configuration 
Both models were implemented in PyTorch and trained 
on a single GPU, using NVIDIA L4 on Google Colab 
Pro and NVIDIA T4 on Kaggle Notebooks. Optimization 
used Adam with a learning rate of 1×10⁻⁵, selected 

after a preliminary comparison with 1×10⁻⁶ and 1×10⁻⁴ 
in which the smaller value had not converged within the 
epoch budget and the larger produced an oscillating 
validation curve. The Dice loss guided training, 
computed over the flattened pixels of each mini-batch 
rather than per image, with a smoothing constant of 1. 
The batch size was 10 and training ran for a fixed 100 
epochs with no early stopping and no learning-rate 
schedule; the reported model is the state of the network 
at the final epoch, and probability maps were binarised 
at a fixed threshold of 0.5. Weights were left at the 
PyTorch defaults, which is Kaiming uniform 
initialisation for convolutional layers. Each of the four 

 
Fig. 4. Detailed architecture of the proposed Multi-scale U-Net for acute ischemic stroke infarct 
segmentation, showing encoder–decoder stages, skip connections, multi-scale convolution blocks, and 
output segmentation masks. The input is one 256×256×1 NCCT slice. The five encoder stages carry 32, 64, 
128, 256 and 512 channels, each a multi-scale block of Fig. 3 followed by 2×2 max pooling, and the decoder 
mirrors them with transposed convolutions and skip connections. A final 1×1 convolution with a sigmoid 
returns a 256×256×1 probability map, which the threshold of Eq. (19) turns into the output segmentation 
mask. 
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configurations was trained once, with the seed fixed 
only for the partition; repeated runs with different 
initialisations were not performed, and the 
consequences of this are stated in Section IV. 
Evaluation metrics were accumulated over all pixels of 

the test subset and computed from those totals, so a 
large well-segmented lesion contributes more to the 
reported figures than a small one. 

Written out over the flattened pixels of a mini-batch, 
that loss is Eq. (18) [44], 

𝐿Dice  =  1 − 
2 ∑ 𝑝𝑖𝑔𝑖𝑖  + 𝑠

∑ 𝑝𝑖𝑖  + ∑ 𝑔𝑖𝑖  + 𝑠
   (18) 

where 𝑝𝑖 ∈  (0, 1) is the predicted probability of pixel 𝑖, 
𝑔𝑖 ∈  {0, 1}  its ground-truth label, the sums run over 

every pixel of the mini-batch, and 𝑠 = 1 is a smoothing 

constant that keeps the expression defined when 
prediction and ground truth are both empty. 

The probability map is turned into a binary mask by 
a fixed threshold, Eq. (19),  

Ŷbin(𝑖, 𝑗)  =  {
1,    Ŷ(𝑖, 𝑗)  >  𝜏
0,    otherwise

   (19) 

where 𝜏 is the decision threshold and Ŷbin the binary 

mask from which every metric reported below is 
computed. The threshold was not tuned on the 
validation subset, which is noted among the limitations. 

The Dice loss was chosen because it optimises 
overlap directly and is robust to the severe foreground–
background imbalance of this task, in which infarct 
pixels form a small fraction of each slice [44]. It should 
be noted that a pure Dice objective weights false 
positives and false negatives equally and tends 
towards conservative predictions when the foreground 
is small, which is consistent with sensitivity being the 
weakest of the four metrics reported here. Objectives 
that penalise false negatives more heavily, such as the 
Tversky loss with α < β [45] or its focal variant [46], and 

compound objectives such as Dice combined with 
binary cross-entropy, are therefore natural candidates 
for this task. An ablation over these objectives was not 
carried out in the present study, so the extent to which 
the reported performance depends on the choice of 

objective rather than on the architecture cannot be 
quantified here; this is stated as a limitation and as 
planned work in Section IV. 

The training procedure, including the schedule, the 
stopping rule, the selection of the reported weights and 
the selection of the decision threshold, is stated as 
Algorithm 2. 
H. Metrics Evaluation 

The performance was analyzed by evaluating the 
model using a confusion matrix [47]. The confusion 
matrix consists of four main components, namely True 
Positive (TP), representing infarct areas correctly 
detected by the model; False Negative (FN), 
representing infarct areas that were not detected by the 
model; False Positive (FP), representing normal areas 
incorrectly classified as infarct; and True Negative 
(TN), representing normal areas correctly recognized 
by the model, all evaluated at the pixel level. Based on 
this confusion matrix, several key evaluation metrics 
were used to assess the model's performance, namely 
precision, sensitivity, the Dice Similarity Coefficient 
(DSC), and the Intersection over Union (IoU), with the 
formula as follows [48].  
a. Precision is used to measure the level of 

confidence in the infarct predictions generated by 
the model, namely the proportion of positive 
predictions that are actually infarct at the pixel 
level, as shown in Eq. (20) [47],  

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
       (20) 

Table 1. Layer-wise architectural specifications of the proposed Multi-scale U-Net with an input image size 
of 256×256×1. MS denotes the three-branch multi-scale block of Fig. 3, Params the number of trainable 
parameters of the stage and MACs the multiply-accumulate operations per slice in giga-operations. 
Channel dimensions are given as input → output. The stage values sum to the 17,905,249 trainable 
parameters and 24.906 GMACs of the complete network reported in Table 7. 

Stage Operation Channels Output size Params MACs (G) 

Enc1 MS block 1 → 32 256×256 38,496 2.489 
Enc2 MaxPool 2×2 + MS block 32 → 64 128×128 158,720 2.584 

Enc3 MaxPool 2×2 + MS block 64 → 128 64×64 632,832 2.584 
Enc4 MaxPool 2×2 + MS block 128 → 256 32×32 2,527,232 2.584 

Enc5 MaxPool 2×2 + MS block 256 → 512 16×16 10,100,736 2.584 
Dec4 ConvTranspose + concat + MS 512 → 256 32×32 3,346,688 3.020 

Dec3 ConvTranspose + concat + MS 256 → 128 64×64 837,760 3.020 
Dec2 ConvTranspose + concat + MS 128 → 64 128×128 209,984 3.020 

Dec1 ConvTranspose + concat + MS 64 → 32 256×256 52,768 3.020 
Output Conv 1×1 + sigmoid 32 → 1 256×256 33 0.002 

Total    17,905,249 24.906 
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b. Sensitivity describes the system's ability to detect 
actual positive cases, which is particularly critical 
in disease diagnosis, and is formulated in Eq. (21) 
[47],  

𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
       (21) 

c. Dice Similarity Coefficient (DSC) is defined as 
twice the area of intersection divided by the sum 
of the sizes of both areas, as shown in Eq. (22) 
[48], 

𝐷𝑆𝐶 =
2𝑇𝑃

2𝑇𝑃+𝐹𝑃+𝐹𝑁
       (22) 

d. Intersection over Union (IoU) is defined as the 
ratio between the area of intersection and the area 
of union of the two regions, as shown in Eq. (23) 
[48]. 

𝐼𝑜𝑈 =
𝑇𝑃

𝑇𝑃+𝐹𝑃+𝐹𝑁
       (23) 

All four metrics are computed at the pixel level and 
pooled over the test subset. They quantify spatial 
overlap but do not establish whether each individual 
infarct was found, and a single large, well-segmented 
lesion can dominate a pooled pixel count [49]. Lesion-

level measures such as lesion detection sensitivity, 
false-positive lesions per scan and lesion-wise DSC, 
together with performance stratified by lesion volume, 
would address this directly and are the natural 
complement to what is reported here; they were not 
computed in the present study and are identified in 
Section IV as required before any claim about small-
lesion detection can be supported by evidence rather 
than inference.  

Inference and the evaluation procedure, including 
the lesion-level measures and the statistical 
comparison, are stated as Algorithm 3. 

 
III. Result  

The two architectures were compared on the same 

partition by study, each with and without augmentation, 

giving four configurations trained with a single seed. 

Results are reported at three levels: pooled over the 

pixels of the test subset, averaged over the 51 test 

patients, and at the level of individual lesions. The 

patient-level values carry the statistical tests, because 

Algorithm 3. Inference, Segmentation Performance Evaluation, and Patient-Level Statistical Analysis 
Input : test set S of 51 patients; selected weights w*; decision threshold t* 
Output: per-patient table R, lesion-level table L and the paired statistical comparisons 
 1: for each patient p in S do 
 2:    for each slice I of patient p do 
 3:       Yhat <- sigmoid(f(I; w*))                          // probability map        (Eq. (11)) 
 4:       Ybin <- 1 where Yhat > t*, else 0                  // binary mask            (Eq. (19)) 
 5:       remove connected components smaller than 10 pixels 
 6:    TP, FP, FN <- the sums of true positives, false positives and false negatives over p 
 7:    precision, sensitivity, DSC and IoU of patient p                           (Eq. (20)-(23)) 
 8:    label the connected components of the annotation and of the prediction 
 9:    a true lesion counts as detected if any predicted component overlaps it 
10:    record detection sensitivity, false-positive lesions per patient, lesion DSC and size stratum 
11: R <- the table of per-patient values;  L <- the lesion-level table 
12: report the mean of each column of R with a bootstrap 95% interval from 10,000 resamples 
13: compare configurations pairwise over the 51 patients, Wilcoxon signed-rank test, p < 0.05 
14: return R, L and the paired test results 

Algorithm 2. Training, Validation, Early Stopping, and Decision-Threshold Selection for U-Net and Multi-scale U-

Net 
Input : training set T and validation set V; network f, U-Net or Multi-scale U-Net, with weights w; seed s 
Output: selected weights w* and decision threshold t* 
 1: seed every random number generator with s              // one seed fixes initialisation and batching 
 2: w <- Kaiming uniform initialisation;  optimiser Adam, learning rate 1e-5, batch size 10 
 3: best <- infinity;  bad <- 0;  w* <- w 
 4: for epoch e = 1 to 100 do 
 5:    for each mini-batch B of 10 slices drawn from T do 
 6:       P <- sigmoid(f(B; w))                                                       (Eq. (11)) 
 7:       L <- Dice loss between P and the labels of B                                (Eq. (18)) 
 8:       w <- Adam update of w from the gradient of L 
 9:    Lval <- Dice loss over the whole of V, which is never augmented 
10:    halve the learning rate if Lval has not improved for 8 epochs 
11:    if Lval < best then best <- Lval;  w* <- w;  bad <- 0   // best-weight selection 
12:    else bad <- bad + 1 
13:    if bad = 20 then break                                 // early stopping 
14: t* <- the t in {0.10, 0.15, ..., 0.90} that maximises DSC on V with weights w*  // threshold search 
15: return w*, t* 
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the patient is the unit that is independent across 

subsets. 

A. Training behaviour and threshold selection 
Table 2 summarises the four training runs, whose loss 
curves are shown in Fig. 5 and Fig. 6. All four stopped 
before the 100-epoch ceiling under the early-stopping 
rule of Algorithm 2. U-Net without augmentation 
stopped first, after 29 epochs, having reached its 
lowest validation loss early and then drifting upward, 
which is what 2,080 training slices supporting 7.8 
million parameters would be expected to produce. 
Augmentation delayed that point, and the same 
architecture trained usefully for 55 epochs on the 6,240 
augmented slices. The Multi-scale U-Net ran 40 and 41 
epochs in the two conditions. Cost per epoch followed 
the architecture, at roughly 63 and 166 seconds for U-
Net without and with augmentation against 171 and 
480 seconds for the Multi-scale U-Net, a factor near 
2.8, and peak memory during training rose from 2.19 
GB to 5.37 GB. 

The decision threshold selected on the validation 
subset, following Algorithm 2, differs sharply between 

the two architectures and is worth stating before the 
metrics are read. U-Net selected 0.70 without 
augmentation and 0.10 with it, while the Multi-scale U-
Net selected 0.90 in both conditions. A threshold at the 
top of the search range means that the multi-scale 
network assigns high probabilities over a region wider 
than the lesion, so a strict cut is needed to contain it. 
That property reappears below as the lowest precision 
and the highest sensitivity of the four configurations, 
and it is the most consistent effect of the architecture 
found in this study. 

One feature of the curves bears on the comparison 
that follows. The Multi-scale U-Net reaches the lower 
validation Dice loss in both conditions, 0.6913 against 
0.7497 without augmentation and 0.6326 against 
0.6669 with it, although its thresholded overlap on the 
test subset is the lower of the two. The loss is computed 
on probabilities while the metrics are computed after 
binarisation, so the two need not agree; the multi-scale 
network ranks the pixels better and places the 
boundary worse. This is the same property that the 
threshold selection exposes, and it explains why a 

Table 2. Training performance and validation-selected decision thresholds for U-Net and Multi-scale U-
Net with and without data augmentation. 𝜏 is the probability threshold of Eq. (19), chosen on the 

validation subset over the grid 0.10 to 0.90 as the value that maximises validation DSC. Epochs is the 
number completed before the stopping rule halted training, which it did after 20 epochs without an 
improvement in validation loss; time is given in minutes and peak GPU memory in gigabytes. 

Configuration Epochs Time (min) Peak GPU (GB) 𝝉 

U-Net 29 30.5 2.19 0.70 
U-Net + augmentation 55 152.0 2.19 0.10 

Multi-scale U-Net 40 113.8 5.37 0.90 
Multi-scale U-Net + augmentation 41 327.6 5.37 0.90 

 

 
Fig. 5. Training and validation Dice-loss curves of (a) the conventional U-Net and (b) the proposed Multi-
scale U-Net without data augmentation. The solid line is the training loss and the dashed line the 
validation loss. The open circle on each validation curve marks the epoch of lowest validation loss, 
whose weights were kept for testing. Both panels use the same vertical scale and the same line styles; 
the horizontal axis spans the epochs each run completed before early stopping. 
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comparison made at a fixed threshold of 0.5 would 
favour the multi-scale network. 
Holding the threshold at 0.5 for both architectures, as a 
fixed-threshold protocol would, penalises them 
unequally for this reason. Selecting it on the validation 
subset removes that confound, at the cost of one 
further quantity estimated from held-out data. 
B. Segmentation performance on the test subset 

Table 3 reports the four configurations on the 51 test 

patients. Pooled over the pixels of the test subset, U-

Net with augmentation gives the highest overlap of the 

four, with a DSC of 0.6632 and an IoU of 0.4961, 

against 0.6372 and 0.4676 for the Multi-scale U-Net 

with augmentation. Without augmentation the ordering 

is the same, 0.5963 against 0.5445. Replacing every 

convolutional block by a three-branch multi-scale block 

therefore did not improve overlap under a partition by 

study. 

The two architectures nevertheless differ, and they 
differ in a way the overlap metrics conceal. The Multi-
scale U-Net reaches the highest sensitivity of the four 
configurations, 0.7172 without augmentation and 
0.6980 with it, together with the lowest precision, 
0.4389 and 0.5862. U-Net is the mirror image, with the 
highest precision of the four, 0.7511 with augmentation, 

and the lowest sensitivity, 0.5937. The multi-scale 
block moves the operating point towards recall: it labels 
more of the infarct and more of what is not infarct, which 
is visible in the representative cases of Fig. 7 and Fig. 
8 as predictions that extend beyond the annotated 
boundary. Because DSC and IoU weight the two error 
types symmetrically, a shift of this kind can leave them 
unchanged while altering the behaviour of the model 
substantially. 

Averaging over patients rather than pooling over 
pixels changes the comparison in one condition. With 
augmentation the ordering is preserved, 0.4938 for U-
Net against 0.4705 for the Multi-scale U-Net. Without 
augmentation it reverses, 0.3879 against 0.4224. 
Pooled values are dominated by the patients with the 
largest infarcts, because every pixel counts once, 
whereas the patient-level mean gives a patient with a 
40-pixel lesion the same weight as one with a 4,000-
pixel lesion. The two conventions need not agree, and 
that they disagree here is a result in itself: the relative 
standing of the two architectures depends on lesion 
size. 

Augmentation improved every configuration on 
every metric except sensitivity, which fell slightly for 
both architectures. Pooled DSC rose by 0.0669 for U-
Net and by 0.0927 for the Multi-scale U-Net, and the 

 

Fig. 6. Training and validation Dice-loss curves of (a) the conventional U-Net and (b) the proposed Multi-
scale U-Net with data augmentation. The vertical axis limits, the line styles and the marker convention are 
those of Fig. 5, so the two training conditions can be compared directly. 

Table 3. Quantitative comparison of U-Net and Multi-scale U-Net segmentation performance on 51 
independent test patients. Precision, sensitivity, the Dice Similarity Coefficient (DSC) and the Intersection 
over Union (IoU) are defined in Eqs. (20) to (23). The first four columns are pooled over every pixel of the 
test subset; the last column is the mean ± standard deviation of the DSC computed for each patient 
separately. 

Configuration Precision Sensitivity DSC IoU DSC per patient 

U-Net 0.5885 0.6043 0.5963 0.4248 0.3879 ± 0.2181 
U-Net + aug. 0.7511 0.5937 0.6632 0.4961 0.4938 ± 0.2256 

Multi-scale U-Net 0.4389 0.7172 0.5445 0.3741 0.4224 ± 0.2223 
Multi-scale U-Net + aug. 0.5862 0.6980 0.6372 0.4676 0.4705 ± 0.2399 
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per-patient mean by 0.1059 and 0.0481. The gain is 
concentrated in precision, which rose by 0.1626 for U-
Net and 0.1473 for the Multi-scale U-Net, while 
sensitivity fell by 0.0107 and 0.0193. Augmentation 
therefore did not help the networks find more infarct; it 
helped them stop labelling tissue that is not infarct. 
C. Separating the contribution of the architecture 

from that of augmentation 
The four configurations form a 2×2 design, and reading 
them as a grid separates the two interventions. Holding 
the data condition fixed, replacing the standard block 
by the multi-scale block changes the per-patient DSC 
by +0.0345 without augmentation and by −0.0233 with 
it. Holding the architecture fixed, augmentation raises it 
by 0.1059 for U-Net and by 0.0481 for the Multi-scale 

U-Net. Augmentation is therefore the larger effect in 
both rows of the grid, by a factor of three to five, and it 
is the only one of the two that the statistical test 
supports. The architecture effect is not merely small; it 
changes sign between the two data conditions, so the 
two interventions are not additive here and the value of 
the multi-scale block cannot be stated independently of 
the training data it is given. 

Two qualifications belong with this reading. First, 
each configuration was trained once, with a single 
seed. The paired tests in Table 4 establish that the 
differences between the trained models are unlikely to 
arise from which patients happen to be in the test 
subset, but they say nothing about variation between 
training runs of the same configuration; a second and 

 
Fig. 7. Qualitative comparison of infarct segmentation results obtained using U-Net and Multi-scale U-
Net without data augmentation for small, medium, and large lesions. The columns are the NCCT slice, 
the reference annotation, the U-Net prediction and the Multi-scale U-Net prediction. The annotation is 
outlined in green and both predictions in orange, each network at its own validation-selected threshold. 
The rows are a small lesion of 60 pixels, a medium lesion of 446 pixels and a large lesion of 6,765 pixels 
from the test subset. The two outline colours differ in lightness as well as in hue, so they remain 
distinguishable in greyscale print. 
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a third seed were begun and are not complete, and an 
architecture difference of 0.02 to 0.03 in DSC lies within 
the range that initialisation alone can produce in 
segmentation tasks of this size. Second, the 
comparison between pooled and per-patient values 
above shows that the ranking of the two architectures 
depends on the averaging convention, so neither 
ordering should be reported without the convention that 
produced it. 

The comparisons above are differences between 
single numbers. Table 4 tests them on the 51 test 
patients, treating each patient as one paired 
observation and using the Wilcoxon signed-rank test 
with a bootstrap interval on the mean difference. The 
architecture comparison, made in the augmented 

condition in which both networks perform best, does 
not reach significance on either overlap metric: the 
Multi-scale U-Net is lower by 0.0233 in DSC, with a 95 
per cent interval from −0.0601 to 0.0126 and p = 0.19, 
and lower by 0.0169 in IoU with p = 0.18. Both intervals 
contain zero. The same comparison is strongly 
significant on the two component metrics, in opposite 
directions: sensitivity is higher by 0.0602, interval 
0.0251 to 0.0947, p = 0.0015, and precision lower by 
0.0999, interval −0.1469 to −0.0567, p = 0.000026. The 
effect of the architecture is therefore real and 
measurable, but it falls on the balance between the two 
kinds of error rather than on their total. 

The augmentation comparisons are significant for 
both architectures. For U-Net the per-patient DSC rises 

 

Fig. 8. Qualitative comparison of infarct segmentation results using U-Net and Multi-scale U-Net with 
data augmentation for small, medium, and large lesions. The columns are the NCCT slice, the reference 
annotation, the U-Net prediction and the Multi-scale U-Net prediction. The annotation is outlined in 
green and both predictions in orange, each network at its own validation-selected threshold. The rows 
are the same small lesion of 60 pixels, medium lesion of 446 pixels and large lesion of 6,765 pixels 
shown in Fig. 7. 
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by 0.1059, interval 0.0683 to 0.1441, p = 0.000002; for 
the Multi-scale U-Net by 0.0481, interval 0.0169 to 
0.0770, p = 0.00034. Augmentation is thus the only 
intervention examined here that improves overlap by 
an amount these data support, and its effect on U-Net 
is roughly twice its effect on the Multi-scale U-Net. 

Pixel overlap does not say whether an individual 
infarct was found. The upper part of Table 5 reports the 
proportion of annotated lesions that received an 
overlapping prediction, the number of false-positive 
lesions per patient, and the mean DSC of the lesions 
that were detected. The ordering differs again from the 
ordering by DSC. The Multi-scale U-Net detects more 
lesions than U-Net in both conditions, 0.7023 against 
0.6654 without augmentation and 0.6145 against 
0.6056 with it. The price appears in the false-positive 
count: with augmentation the Multi-scale U-Net leaves 
8.6 spurious lesions per patient against 5.6 for U-Net. 
Augmentation is what controls that number, cutting it 
from 15.5 to 5.6 for U-Net and from 14.6 to 8.6 for the 
Multi-scale U-Net while slightly reducing detection. Five 
to nine false lesions per patient is far above what 
reading support would tolerate, and it is the clearest 
single statement of how far this task remains from 
application. 

The lower part of Table 5 stratifies the test slices 
by annotated lesion area, and the three strata prove to 
be of very unequal difficulty. With augmentation, U-Net 

reaches a DSC of 0.6983 on the 193 slices whose 
lesion exceeds 500 pixels, 0.4240 on the 161 slices 
between 100 and 500 pixels, and 0.1508 on the 55 
slices below 100 pixels, whose median lesion is 49 
pixels. The architecture comparison across the strata 
does not support the hypothesis that motivated the 
multi-scale block. U-Net has the higher DSC in every 
stratum and in both data conditions; on the smallest 
lesions it reaches 0.1508 against 0.0753 with 
augmentation and 0.0779 against 0.0513 without. The 
multi-scale network does detect more of the small 
lesions in the non-augmented condition, 0.4655 of 
them against 0.3621, but it delineates them worse. 
Parallel multi-kernel filtering as implemented here 
therefore improves the chance that a small infarct is 
noticed, not the quality with which it is outlined. 
D. Effect of the target definition 
The target used throughout this paper is the one the 
dataset authors specify, labels 1, 2, 3 and 5. Two 
alternatives are defensible: adding label 4, which marks 
acute infarct identified on the reference DWI-MRI but 
judged invisible on the NCCT, and restricting the target 
to the two purely acute labels. Table 6 reports U-Net 
with augmentation trained and evaluated under each of 
the three definitions, evaluated on the test subset of 51 
patients. Each row is trained and evaluated against its 
own ground truth, so the comparison is between 
definitions of the target rather than between models. FP 

Table 4. Patient-level paired statistical comparison of segmentation performance between experimental 
configurations using the Wilcoxon signed-rank test. Each comparison rests on n = 51 paired 
observations, one per test patient. A difference is the second configuration minus the first, so a positive 
value favours the second; the interval is a bootstrap 95 per cent confidence interval on the mean 
difference from 10,000 resamples, and p < 0.05 is treated as significant. 

Comparison Metric Difference 95 % CI p 

MS-U-Net (aug) − U-Net (aug) 

DSC −0.0233 −0.0601 to 0.0126 0.19 

IoU −0.0169 −0.0473 to 0.0138 0.18 

Sensitivity +0.0602 0.0251 to 0.0947 0.0015 

Precision −0.0999 −0.1469 to −0.0567 < 0.001 

U-Net (aug) − U-Net (no aug) DSC +0.1059 0.0683 to 0.1441 < 0.001 

MS-U-Net (aug) − MS-U-Net (no aug) DSC +0.0481 0.0169 to 0.0770 < 0.001 

 

Table 5. Lesion-level detection performance and segmentation accuracy stratified by annotated infarct 
area. Lesion detection is the proportion of annotated lesions that receive at least one overlapping 
predicted component, FP lesions per patient the number of predicted components that overlap no 
annotated lesion, and lesion DSC the mean Dice coefficient of the detected lesions. 

Configuration 
Lesion 

detection 
FP lesions per 

patient 
Lesion DSC DSC small DSC medium DSC large 

U-Net 0.6654 15.5 0.3460 0.0779 0.3034 0.6487 
U-Net + aug. 0.6056 5.6 0.3864 0.1508 0.4240 0.6983 

Multi-scale U-Net 0.7023 14.6 0.3707 0.0513 0.2617 0.6146 
MS-U-Net + aug. 0.6145 8.6 0.3734 0.0753 0.3369 0.6905 
Note: The strata hold slices whose annotated lesion area is below 100 pixels (small, 55 slices, median 49 pixels), between 100 and 500 
pixels (medium, 161 slices, median 268 pixels), and above 500 pixels (large, 193 slices, median 1,508 pixels). 
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lesions are false-positive lesions per patient. The three 
rows are not three models measured on one task, 
because each is scored against its own ground truth; 
the comparison is between definitions of the target, and 
what it answers is which definition yields the most 
learnable task. The first row was retrained from scratch 
for this experiment and reproduced every value of 
Table 3 to four decimal places, at the same stopping 
epoch of 55 and the same threshold of 0.10, which 
establishes that the pipeline is deterministic given its 
seed. 

Adding label 4 costs 0.0396 in DSC and 0.1485 in 
precision, and raises false-positive lesions from 5.6 to 
15.3 per patient. Sensitivity rises by 0.0524 and lesion 
detection by 0.0425, which is exactly what the change 
asks for: a network trained to mark tissue that carries 
no visible signal on the input image learns to mark more 
tissue everywhere. Label 4 appears in 436 of the 3,144 
annotated slices and accounts for 9.1 per cent of the 
annotated area, so the cost in precision is out of 
proportion to the area added. This is the mechanism by 
which a target that includes label 4 inflates sensitivity 
at the expense of precision, and it is the reason the 
specification given by the dataset authors was adopted 
here. 

Restricting the target to labels 2 and 3 is worse 
again, and the reason is instructive. DSC falls to 0.5226 

and precision to 0.4556, while false-positive lesions 
stay near the baseline at 6.8 per patient: the false 
positives are few but large. Labels 1 and 5, remote and 
unspecified infarct, account for 12.3 per cent of the 
annotated area and are visible on the image; removing 
them from the target does not remove them from the 
scan, so the network marks them and is scored as 
wrong for doing so. A target restricted to the acute 
labels is therefore not the cleaner choice it appears to 
be, unless studies carrying remote infarct are excluded 
as well. The definition given by the dataset authors is 
the best of the three on every overlap measure, which 
is a result in its own right, and it is also the definition 
that keeps published work on AISD comparable. 
E. Computational cost 
Replacing every convolutional block by a three-branch 
block is not free, and Table 7 quantifies the price. 
Timings are measured on an NVIDIA T4 at batch size 
1. The Multi-scale U-Net holds 17,905,249 trainable 
parameters against 7,765,409 for the baseline, a factor 
of 2.31, and requires 24.91 GMACs, equivalently 49.81 
GFLOPs, per 256×256 slice against 12.03 GMACs or 
24.07 GFLOPs, a factor of 2.07; in 32-bit precision the 
stored model grows from 29.6 MB to 68.3 MB. These 
counts are exact and follow from Eq. (16) and Eq. (17) 
together with Table 1. Measured on the training GPU 
at batch size 1, inference took 6.8 ms and 23.0 ms per 

Table 6. Influence of infarct annotation-label definitions on U-Net segmentation performance with data 
augmentation. The AISD annotations carry five labels: 1 remote infarct, 2 clear acute infarct, 3 blurred 
acute infarct, 4 acute infarct invisible on NCCT, and 5 infarcts. The first row binaries the labels 1, 2, 3 
and 5 specified by the dataset authors, the second adds label 4, and the third keeps only the acute labels 
2 and 3. Each row is trained and evaluated against its own ground truth, so the comparison is between 
definitions of the target rather than between models. Overlap measures are given to four decimal places 
and false-positive lesions per patient to one. 

Target Labels Precision Sensitivity DSC IoU FP lesions 

Dataset definition 1, 2, 3, 5 0.7511 0.5937 0.6632 0.4961 5.6 
Label 4 added 1, 2, 3, 4, 5 0.6025 0.6460 0.6235 0.4530 15.3 

Acute labels only 2, 3 0.4556 0.6128 0.5226 0.3537 6.8 

 

Table 7. Computational complexity and inference efficiency of conventional U-Net and the proposed Multi-
scale U-Net for 256×256 input images. Trainable parameters are the weights and biases the network learns, 
model size the storage they occupy in 32-bit precision, MACs the multiply-accumulate operations per slice 
and FLOPs the floating-point operations, one MAC counting as two FLOPs; G denotes giga-operations. 

Property U-Net Multi-scale U-Net Ratio 

Trainable parameters 7,765,409 17,905,249 2.31× 
Model size (FP32) 29.6 MB 68.3 MB 2.31× 

MACs per slice 12.03 G 24.91 G 2.07× 
FLOPs per slice 24.07 G 49.81 G 2.07× 

GPU inference per slice 6.8 ms 23.0 ms 3.37× 
Peak GPU memory in training 2.19 GB 5.37 GB 2.45× 

Note: Parameter, MAC and FLOP counts are exact and follow from Eq. (16) and Eq. (17) together with Table 1. Inference time and peak training 
memory were measured on an NVIDIA T4 GPU at batch size 1 with a 256×256×1 input. 
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slice, a ratio of 3.37 that exceeds the ratio of operations 
because the three branches are executed one after 
another rather than concurrently, and peak memory 
during training rose by a factor of 2.45. At 23 ms per 
slice a 30-slice study is processed in under a second, 
so latency is not the obstacle. The obstacle is that the 
additional cost buys a shift in the balance of errors 
rather than an improvement in overlap. 

 
IV. Discussion  

Two findings follow from the experiments, and they 
point in different directions. Under a partition by study 
using the dataset’s own predefined test split, replacing 
every convolutional block of U-Net by a three-branch 
multi-scale block did not improve overlap: the per-
patient DSC fell by 0.0233, with an interval containing 
zero and p = 0.19. What the block did change, 
significantly and in opposite directions, is the balance 
between the two kinds of error, raising sensitivity by 
0.0602 and lowering precision by 0.0999. 
Augmentation improved both architectures, by 0.1059 
and 0.0481 in per-patient DSC, and did so chiefly by 
suppressing false positives rather than by finding more 
infarct: false-positive lesions fell from 15.5 to 5.6 per 
patient for U-Net. The mechanistic explanation offered 

in Section II, that filtering at several receptive-field sizes 
should help where lesion size varies, is not supported 
by the stratified results. U-Net segments better at every 
lesion size, and the advantage of the multi-scale block 
is confined to noticing small lesions rather than 
outlining them. The architectural change examined 
here is therefore best described as a change of 
operating point, which a decision threshold can also 
produce, and not as an increase in the information the 
network extracts. 

Table 8 lists the values reported by five previous 
studies that applied U-Net-based architectures to acute 
ischemic stroke. Sensitivity is recall where the cited 
work uses that name. A dash marks a value that the 
cited work does not state beside its Dice score, and n.s. 
that the partitioning protocol is not stated. None of 
these studies reports a parameter count or an inference 
time, so computational cost cannot be compared 
across them. The present study can be placed 
alongside the four entries that use AISD, because it 
uses the same dataset and the same predefined test 
split of 52 scans, of which 51 remain after the 
supratentorial filter. Two independent groups report a 
plain U-Net on AISD at 0.4588 [29] and 0.4578 [50], 
values that agree to within 0.001, and the strongest 

Table 8. Comparison of the proposed segmentation approach with previously published U-Net-based 
methods for acute ischemic stroke infarct segmentation. For each entry the table gives the dataset and 
the partitioning protocol, the architecture, and the overlap and error metrics that the cited work reports. 
A dash marks a value the cited work does not state and n.s. a partitioning protocol that is not stated. 
Studies that use different datasets or different partitions are not directly comparable; only the AISD 
entries evaluated on the official 52-scan test split share the protocol of this work. 

Study Dataset and partition Architecture DSC IoU Sens. Prec. 

Liang et al. [29] 
AISD 397; patient, official 
345/52 

U-Net (baseline) 0.4588 – 0.5019 0.5196 

Liang et al. [29] 
AISD 397; patient, official 
345/52 

SEAN 0.5784 – 0.5880 0.6597 

Sun et al. [50] AISD 397; patient U-Net 0.4578 – – – 
Sun et al. [50] AISD 397; patient Attention U-Net 0.4710 – – – 

Sun et al. [50] AISD 397; patient U-Net++ 0.4631 – – – 

Sun et al. [51] 
AISD 397; patient, official 
345/52 

3D nnU-Net with 
symmetry prior 

0.6720 – – – 

Li et al. [36] private 30; n.s. U-Net, augmented 0.81 – – – 

Li et al. [36] private 30; n.s. 
Multi-scale U-Net, 

augmented 
0.86 – – – 

Cherikbayeva et al. 
[52] 

private 50; n.s. 
ensemble of three 3D 

U-Nets 
0.7008 – 0.6050 0.7425 

This work 

AISD 375; patient, 51 of 
52 official 

U-Net 0.5963 0.4248 0.6043 0.5885 

AISD 375; patient, 51 of 
52 official 

U-Net, augmented 0.6632 0.4961 0.5937 0.7511 

AISD 375; patient, 51 of 
52 official 

Multi-scale U-Net, 
augmented 

0.6372 0.4676 0.6980 0.5862 
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published result on the official test split is the 0.6720 of 
a three-dimensional nnU-Net that is given a symmetry 
prior and a generated lesion-probability channel [51]. 
The U-Net trained here reaches 0.5963 without 
augmentation and 0.6632 with it; the Multi-scale U-Net 
reaches 0.5445 and 0.6372. The augmented U-Net 
therefore sits 0.0088 below the best published value on 
this dataset and well above the plain U-Net baselines, 
although the protocols are not identical. 

Three differences keep even this comparison 
approximate, and all three work in the direction of 
raising the figures reported here. The present 
evaluation is two-dimensional and slice-based, while 
[51] is volumetric. It is restricted to studies whose 
infarct is supratentorial, which removes the 
infratentorial cases that are hardest to read on NCCT. 
And 409 of the 412 test slices carry an annotated 
lesion, because the subset was assembled from 
annotated slices, so the evaluation does not measure 
false positives on lesion-free slices in the way a 
volume-level evaluation does. The comparison is best 
read as showing that these results now sit inside the 
published range for AISD, not that they exceed it. 

Two further properties of Table 8 deserve 
comment, because both bear on how the comparison 
should be read. The first is that most of these studies 
report Dice alone. Where a second measure is given 
beside Dice it is a boundary distance in one case [51], 
and where the error types are separated they are 
reported as recall and precision [29], [52]; the 
remaining entries give no basis for judging whether a 
model errs towards over- or under-segmentation, which 
Section III shows to be the dimension on which the two 
architectures examined here actually differ. The 
second is that none of the studies reports a parameter 
count, a multiply-accumulate count or an inference 
time. The cost of an architectural change is therefore 
invisible in the published record for this task, which is 
why Table 7 of this paper states it explicitly. 

The two studies on private collections stand apart 
from all of this. Li et al. [36] report 0.81 and 0.86 on 30 
patients from a single hospital, and Cherikbayeva et al. 
[52] report 0.7008 for an ensemble of three three-
dimensional U-Nets on 50 patients from a single centre; 
both sit above every value published on AISD, 
including the ones reported here. The homogeneity-
versus-generalizability explanation that might be 
offered for that pattern, namely that a small single-
centre collection varies little in scanner protocol, patient 
profile or lesion appearance and therefore poses an 
easier task, is consistent with the figures but is not 
supported by anything measured here. Testing it would 
require evaluating the same architecture on both 
datasets under a common protocol. Several alternative 
explanations fit the differences equally well, among 
them the partitioning regimes discussed above, 
differences in slice inclusion criteria, in the size 

distribution of the annotated lesions, in the intensity 
window applied before training, in annotation 
procedure, and in whether metrics were pooled over 
pixels or averaged per case. The stratified results in 
Table 5 give that last point quantitative force: on this 
dataset, DSC varies from 0.15 to 0.70 across lesion-
size strata within a single model, a range wider than the 
entire spread between published studies. 

Several limitations qualify these results, and the 
first governs the rest. Each configuration was trained 
once, with a single seed. A second and a third seed 
were started and are not complete, so variation 
between training runs is unmeasured, and an 
architecture difference of 0.02 to 0.03 in DSC lies within 
the range that initialisation alone can produce. The 
paired tests establish that the observed differences are 
stable across patients, not that they are stable across 
training runs; these are different claims, and only the 
first is supported here. Until repeated runs are 
available, the finding that the multi-scale block does not 
improve overlap should be read as a failure to 
demonstrate an improvement rather than as a 
demonstration of equivalence. 

Further limitations follow. No ablation over the loss 
function was performed, so the contribution of the Dice 
objective cannot be separated from that of the 
architecture, and objectives that penalise false 
negatives more heavily, such as the Tversky loss [45] 
or its focal variant [46], remain untested on this 
partition. Evaluation was performed slice by slice in two 
dimensions, without enforcing consistency between 
adjacent slices. And the decision threshold was 
selected on the validation subset, which is the correct 
procedure but adds one further quantity estimated from 
held-out data. 

The remaining limitations concern scope rather 
than method. Segmentation was confined to infarcts in 
the supratentorial region, covering the ACA, MCA and 
PCA distributions, while infratentorial regions such as 
the brainstem and cerebellum were excluded; those 
infarcts present with distinct imaging characteristics 
and greater artifact interference on NCCT owing to their 
proximity to bone, so nothing demonstrated here 
transfers to them [14]. All images derive from a single 
public source acquired at one institution, so the patient-
level figures describe generalization within AISD and 
say nothing about scanners, reconstruction kernels, 
institutions or acquisition protocols elsewhere; no 
external test set and no prospectively collected cases 
were examined. A further consequence of how the 
subset was assembled is that 409 of the 412 test slices 
carry an annotated lesion, so the reported metrics do 
not measure the behaviour of either network on normal 
slices, which a deployed system would encounter 
constantly. Conversion of the volumes to 8-bit images 
through a single brain window discards the quantitative 
HU scale and saturates densities outside that window. 
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And the annotations, derived from DWI-MRI by one 
reader and double-reviewed, carry their own 
uncertainty, which sets an upper bound on the 
agreement any model can reach. 

These findings carry implications for future work, 
and none yet for clinical practice. On the 
methodological side the most useful conclusion is 
negative and therefore worth stating plainly: adding 
parallel kernels at every resolution level is not, by itself, 
a productive direction for this task, and the 2.31-fold 
increase in parameters it costs would be better spent 
elsewhere. The two quantities that did move, false-
positive lesions per patient and performance on lesions 
below 100 pixels, are where the remaining distance 
lies, and both are addressed more directly by the loss 
function, by the decision rule and by three-dimensional 
context than by the width of the convolutional kernels. 
Repeated runs across seeds and an ablation over 
objectives are the immediate next steps. 

On the clinical side the distinction between what 
has been shown and what would be required is wide. A 
model that leaves five to nine false lesions in every 
study, and that reaches a DSC near 0.15 on infarcts 
below 100 pixels, cannot support reading of early 
ischemic change, where the lesions that matter most 
for treatment decisions are precisely the small and faint 
ones. All images come from a single institution, so even 
the patient-level figures describe generalization within 
AISD and say nothing about other scanners, 
reconstruction kernels or acquisition protocols. 
External validation on an independent cohort, and a 
reader study, would both be required before any claim 
of clinical usefulness could be considered. 

 
V. Conclusion 

This work asked how much a dense parallel multi-
kernel block improves U-Net for acute ischemic stroke 
infarct segmentation on NCCT, and at what cost, under 
an evaluation in which no patient appears in more than 
one subset. On the 51 patients of the predefined AISD 
test split the answer is that it does not improve overlap: 
the Multi-scale U-Net reached a DSC of 0.6372 against 
0.6632 for U-Net with augmentation, and the paired 
difference of 0.0233 per patient in favour of U-Net was 
not significant (p = 0.19). The block does have a 
significant and consistent effect, but on the balance of 
errors rather than their total, raising sensitivity by 
0.0602 and lowering precision by 0.0999, and it costs 
2.31 times the parameters and 3.37 times the inference 
time. Augmentation, applied to the training subset 
alone, improved both architectures significantly, by 
0.1059 and 0.0481 in per-patient DSC, mainly by 
reducing false-positive lesions from 15.5 to 5.6 and 
from 14.6 to 8.6 per patient. Performance on infarcts 
below 100 pixels remains poor for both networks, with 
DSC between 0.05 and 0.15. For this task, therefore, 
the training data and the decision rule matter more than 

this particular architectural change, and small-lesion 
detection together with false-positive suppression is 
where the remaining distance lies. An ablation over the 
target definition confirmed the labelling specified by the 
dataset authors as the best of the three defensible 
choices, the addition of label 4 costing 0.0396 in DSC 
and tripling false-positive lesions. Repeated runs 
across seeds, an ablation over the loss function, and 
external validation are the next steps. 
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